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Are NSMs main sites of the “rapid neutron-capture” (r-) process?

number of neutrons

number of 	
protons

neutron capture

beta	
decay

suggested sites of origin

Ye =
nproton

nneutron + nproton

!
< 0.5

Main condition: 	
high neutron density = low electron fraction Ye -NSMs are the only confirmed site so far, but are they 

main site?	

-other suggested sites: core-collapse supernovae, 
magneto-rotational SNe, collapsars, magnetar giant flares



GW170817 - the first direct observation of a NS merger

gravitational waves

(on August 17th, 2017)

gamma rays UV+optical+IR spectra UV+optical+IR light curve

Many open questions remain:	
‣ Mass, composition and geometry of outflow material?	
‣ What are the relevant nuclear reactions?	
‣ When did BH form?	
‣ How to infer properties of nuclear EOS?	
‣ …	

Figure 2. Timeline of the discovery of GW170817, GRB 170817A, SSS17a/AT 2017gfo, and the follow-up observations are shown by messenger and wavelength
relative to the time tc of the gravitational-wave event. Two types of information are shown for each band/messenger. First, the shaded dashes represent the times when
information was reported in a GCN Circular. The names of the relevant instruments, facilities, or observing teams are collected at the beginning of the row. Second,
representative observations (see Table 1) in each band are shown as solid circles with their areas approximately scaled by brightness; the solid lines indicate when the
source was detectable by at least one telescope. Magnification insets give a picture of the first detections in the gravitational-wave, gamma-ray, optical, X-ray, and
radio bands. They are respectively illustrated by the combined spectrogram of the signals received by LIGO-Hanford and LIGO-Livingston (see Section 2.1), the
Fermi-GBM and INTEGRAL/SPI-ACS lightcurves matched in time resolution and phase (see Section 2.2), 1 5×1 5 postage stamps extracted from the initial six
observations of SSS17a/AT 2017gfo and four early spectra taken with the SALT (at tc+1.2 days; Buckley et al. 2017; McCully et al. 2017b), ESO-NTT (at
tc+1.4 days; Smartt et al. 2017), the SOAR 4 m telescope (at tc+1.4 days; Nicholl et al. 2017d), and ESO-VLT-XShooter (at tc+2.4 days; Smartt et al. 2017) as
described in Section 2.3, and the first X-ray and radio detections of the same source by Chandra (see Section 3.3) and JVLA (see Section 3.4). In order to show
representative spectral energy distributions, each spectrum is normalized to its maximum and shifted arbitrarily along the linear y-axis (no absolute scale). The high
background in the SALT spectrum below 4500Å prevents the identification of spectral features in this band (for details McCully et al. 2017b).
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Figure 1. Optical spectra of the BNS merger event GW170817. SOAR and Magellan spectra have been binned by a factor 2 for
clarity. The spectra at times . 4.5 d exhibit a clear optical peak that rapidly moves red. After this time, the flux is dominated by
an IR component discussed in Chornock et al. (2017). The UV data from HST (S/N< 1, essentially an upper limit) and Swift

show blanketing at short wavelengths. Inset: blackbody fits. The early spectra are more sharply peaked than blackbody emission,
due to the deficit of blue flux. At later times, the optical data are consistent with the blue tail of a ⇠ 3000 K blackbody peaking in
the near-IR.

Table 1. Log of optical and UV spectra

MJD Phasea Telescope Instrument Camera Grism or Exposure Average Wavelength Resolution
grating time (s) airmass range (Å) (Å)

57984.0 1.5 SOAR GHTS Blue 400-M1 3⇥1200 1.6 4000–8000 6
57985.0 2.5 SOAR GHTS Blue 400-M1 3⇥900 1.6 4000–8000 6
57986.0 3.5 SOAR GHTS Blue 400-M2 3⇥900 1.6 5000–9000 6
57987.0 4.5 SOAR GHTS Red 400-M1 3⇥900 1.6 4000–8000 6
57988.1 5.5 HST STIS NUV/MAMA G230L 2000 — 1600–3200 3
57990.0 7.5 SOAR GHTS Blue 400-M2 3⇥900 1.9 5000–9000 6
57991.0 8.5 Magellan Baade IMACS f2 G300-17.5 2⇥1200 2.0 4300–9300 6
57992.0 9.5 Magellan Baade IMACS f2 G300-17.5 2⇥1350 2.1 4300–9300 6

a Phase in rest-frame days relative to GW signal.

well fit by a low-order polynomial. Wavelength calibration
was performed by comparison lamp spectra, while flux cali-
bration was achieved using standard star observations on each
night. The final calibrations were scaled to match DECam
photometry observed at the same time (Cowperthwaite et al.
2017). The spectra were corrected for a Milky Way extinc-
tion E(B - V ) = 0.1053, using the dust maps of Schlafly &
Finkbeiner (2011), and cosmological redshift. We assume that
extinction in NGC 4993 is negligible, based on modelling by
Blanchard et al. (2017a).

We additionally obtained one epoch of UV spectroscopy
through Director’s Discretionary Time with the Hubble Space

Telescope using the Space Telescope Imaging Spectrograph
(STIS) with the NUV/MAMA detector and broad G230L
grating, covering ⇠ 1500–3000 Å2. Acquisition imaging was
carried out using the clear CCD50 filter. The transient is de-
tected clearly in a pair of 90 s CCD50 exposures. However,
no trace is visible in the UV spectrum, indicating that the
source is extremely UV-faint. In an effort to use all avail-
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hydrodynamic modeling 	
of merger + dynamical ejecta

hydrodynamic modeling 	
of remnant + post-merger ejecta

heavy element nucleosynthesis

kilonova radiative transfer

Tools and methods

• 3D smoothed-particle hydro 
with conformal flatness 
condition	

• ILEAS leakage+absorption 
neutrino scheme

• initial conditions mapped from 
merger simulations	

• 2D axisym. special relativistic 
with TOV potential	

• energy-dependent M1 neutrino 
transport	

• newly developed scheme to 
parametrize viscosity in the NS 
indep. of the surrounding disk 

• extraction of ~5000 outflow 
tracers per model to sample 
local hydrodynamic history 
until 100 s	

• post-processed by two nuclear 
networks (GSI & ULB)

• 2D axisymmetric radiative 
transfer using approximate M1 
scheme	

• alternatively use ARTIS Monte-
Carlo code (with Belfast) 	

• adopt local time-dependent 
results from nucleosynthesis 
calculations



Neutron-star mergers

inspiral

timescales:

~100 Myrs

merger ~10 ms

ejecta	
nucleosynthesis	
& kilonova

~ secs - days

(hyper-) massive 	
neutron star

black hole – 	
torus system

delayed 
collapse

prompt 	
collapse

post-merger	
evolution ~0.1-100 s

Consistent models of all ejecta components
► Di6erent ejecta components of comparable mass ejected by di6erent mechanisms on 

di6erent �me scales  → challenging to model: mul�-scale mul�-physics problem  - 

8rst models on the way – Just, Vijayan, Xiong et al. 2023 (see also Kiuchi et al 2022, 

Fujibayashi et al. 2022 for short or very long-lived models; and numerous earlier studies focusing 

on individual components) ejecta mass vs. time

dynamical 	
ejecta
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simulation by V. Vijayan



Dynamical ejecta (Kullmann+22, Vijayan+26 in prep.)
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FIG. 4. Explain

regions of the flow) as well as neutrino absorption tend to
increase Ye from originally very low values in the course
of the merger and subsequent ejection. Therefore, Ye

(as well as s and ωexp) is determined by a complex in-
terplay of hydrodynamic e!ects (e.g. shocks and eddies
causing large density and temperature fluctuations) and
direction-dependent neutrino transport, which may ex-
plain the

Thus, the local Ye values attained by the expand-
ing outflow result from a complex interplay of hydrody-
namic e!ects and (direction-dependent) neutrino trans-
port. This

thus quite sensitive to bWhile the early, fast portion of
the outflow is probably more a!ected by shocks, hydro-
dynamic processes as well as neutrino transport need to
be

One reason for this drift towards higher values is re-
lated to the aforementioned progressive adjustment of εe
and ε̄e luminosities

One might wonder what causes this drift Ye not to rise
even higher does not already start Several reasons explain
the drift towards

Foucart, Endrizzi, Zappa, Schianchi, Musolino

The spatial structure of the ejecta is examined by
Figs. 3 and Fig. 4, which provide various 1D and 2D
distributions of the di!erential ejecta mass, ”Mej, elec-
tron fraction, Ye, entropy per baryon, s, and expansion
timescale at 5 GK, ωexp, within the ejecta.

B. Model dependence

Figure ?? shows the time evolution of the dynamical
ejecta mass 5 for all models listed in Tables I and II.
Across all merger models, systems with larger total mass
generally eject more material, reflecting the increased
kinetic energy and stronger shocks generated during
merger [47, 61, 68]. For a fixed total mass, unequal-
mass binaries produce systematically larger ejecta masses
than equal-mass systems at the first contact interface
and due to enhanced tidal disruption of the lighter
star [47, 50, 61, 75]. This behavior is evident from the
systematic o!set between dashed (q = 0.75) and solid
(q = 1) curves in Fig. ??.

C. Overview of ejecta and remnant properties

Figure ?? shows the time evolution of the dynamical
ejecta mass 6 for all models listed in Tables I and II.
Across all merger models, systems with larger total mass

5 Some simulations display small fluctuations and spikes in Fig. ??,
which are numerical artifacts arising from restarting the simula-
tions at di!erent times.

6 Some simulations display small fluctuations and spikes in Fig. ??,
which are numerical artifacts arising from restarting the simula-
tions at di!erent times.



Dynamical ejecta (Vijayan et al., in prep)

‣ relatively small sensitivity to EOS and binary masses
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FIG. 10. Same as Fig. 34, but shown as a function of atomic number Z. The solar r-process distribution from Ref. [105] is
included for comparison. All abundance patterns are normalized to the r-process peak at Z = 78 (Pt).

lar pattern. This reflects ejecta conditions that are su!-
ciently neutron rich to drive the reaction flow e!ciently
towards heavier nuclei, reducing the accumulation at the
first peak while still allowing for non-negligible produc-
tion of lighter r-process elements such as Sr [23], Y [41],
and Zr [26, 28], consistent with observational evidence
for their synthesis in BNS mergers.

The second peak near A → 130 is reproduced in all
models, followed by a pronounced minimum in the re-
gion A → 135–160 preceding the rare-earth peak. While
such a trough is a known feature of the solar r-process
pattern, it is more pronounced in our models. This arises
because the dynamical ejecta represent a single, predomi-
nantly neutron-rich nucleosynthetic component with high
neutron-to-seed ratios, which drives the reaction flow e!-
ciently through A → 130 toward heavier nuclei and leaves
the intermediate region underpopulated. In contrast, the
solar r-process residuals reflect contributions from multi-
ple astrophysical sites and conditions, including weaker r-
process components that preferentially populate this re-
gion [113, 114]. The rare-earth peak around A → 160–165
is clearly reproduced in all cases. This region is sensitive
to nuclear deformation e”ects near N → 104 and is known
to depend on the adopted nuclear mass model [113, 115].

The third peak at A → 190-198, dominated by nuclei
such as Os, Ir, and Pt, is well reproduced by construc-
tion due to the normalization at A = 195. Its detailed
shape closely follows the solar pattern, reflecting the high
neutron-to-seed ratios achieved in the ejecta [48, 108].
Beyond the third peak, the abundances decrease toward
the Pb–Bi region (A → 204–209), in line with the reduced
r-process contribution to the solar abundances in this
mass range, where s-process production dominates [105].
The actinide region (A ↭ 230), including Th and U,
is populated in all models at levels indicative of a ro-
bust r-process with su!ciently high neutron-to-seed ra-
tios [35, 116].

The integrated abundance patterns are remarkably ro-
bust against variations in total mass, mass ratio, and
EoS [47, 48, 68, 108]. While it should be noted that
this robustness is specific to the third-peak-normalized
shape of the distribution, the overall shape of the dis-
tribution is largely insensitive to the binary parameters
explored here. This robustness can be traced to the fact
that the ejecta electron fractions predominantly lie in
the range Ye → 0.2–0.4 for all models, leading to sim-
ilar neutron-to-seed ratios and hence similar r-process
pathways [18, 108]. The detailed sensitivity of the nu-

see Vimal’s talk



Kilonova spectrum of dynamical ejecta 
(Collins+2026)

‣ main spectral features 
reproduced in most models	
‣ however, only dynamical 
ejecta so far…i.e. models are 
incomplete	
‣ how to reproduce BOTH 
spectrum and light curve of 
GW170817?

see Stuart’s talk (?)

C. E. Collins et al.: Exploring the diversity of kilonovae with 3D radiative transfer
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Fig. 4. All model spectra at the pole compared to the observed spectra of AT2017gfo (Smartt et al. 2017; Pian et al. 2017; Tanvir et al. 2017). Note
the difference in time between simulations and observations listed in Table 2. The vertical lines indicate the wavelengths of emission-like features
that emerge in AT2017gfo (wavelengths taken from Gillanders et al. 2024).

All models also show contributions from La iii ω14096 (in
agreement with Domoto et al. 2022), with contributions from
Gd iii ω14332 to the emission at the red wing of the La iii
ω14096 emission, and La iii ω13894 contributes weakly to the
blue side of the La iii ω14096. The La iii lines also show an ab-
sorption component, forming a P-Cygni feature (Figure B.1).
The Gd iii ω14332 line however only shows a very minor absorp-
tion component (Figure B.1). This blended La iii and Gd iii fea-
ture was not present in the simulation by Shingles et al. (2023)
because the atomic data used in their simulations for these ele-
ments was not calibrated to experimentally known energy levels
(Tanaka et al. 2020). This blended feature now appears since we
use the atomic data from Flörs et al. (2026).

In some models this blend of La iii and Gd iii features is
clearly distinguishable in the simulated spectra, e.g., SFHO
1.35–1.35 and SFHO 1.375–1.375, while in other models the re-
gion around these features remains continuum-like. The Gd iii
ω14332 line was identified by Gillanders et al. (2024) and
Rahmouni et al. (2025) as the strongest Gd iii feature that may
form in kilonovae spectra, and they suggested that this would af-
fect the La iii feature. The results of our simulations agree with
this. The next strongest Gd iii line identified by Rahmouni et al.
(2025) is ω17474, although this contribution is only minor in our
simulations and is unlikely to be observable. It would also form

at the same wavelengths as the strong Ce iii ω16128 line in our
simulations, so would be unlikely to be identifiable even if it
were stronger.

The models all show contributions from Ce iii. The strongest
lines of Ce iii are ω16128, ω20691 and ω19524. In some mod-
els these can be seen as clear emission features in the simulated
spectra, particularly the Ce iii ω16128 and ω20691 lines. At this
epoch, these lines contribute between → 40–50% of the total
Ce iii emission, with the Ce iii ω16128 contributing → 20–25%,
ω20691 contributing around → 15% and ω19524 contributing
→ 10% of the total Ce iii emission. Blueward of the blended
La iii and Gd iii feature, an emission contribution can be seen
from Ce iii in most of the models which is a blend where Ce iii
ω12756 and ω12821 are the strongest contributions (each typi-
cally a few percent of the total Ce iii flux). Domoto et al. (2022)
have previously identified Ce iii features in their spectra, and
Gillanders et al. (2024) also identify Ce iii as a candidate for
many features observed in AT2017gfo.

The blueshifted velocities of these emission lines are shown
in Figure 10 for each epoch. The velocities are obtained by tak-
ing the peak of the spectral line emission contribution (i.e. the
peak of the emission of escaping photon packets where artis has
recorded that spectral line as the last interaction of that packet)
and calculating the blueshift from the rest wavelength. As shown

Article number, page 7
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amount of torus material in a narrow stream along the
rotation axis (see Figure 1), reaching up to velocities of
0.5–0.6c but being unable to break out from the dynamical
ejecta owing to insufficient energy supply.12 However, due to

its low mass and relatively small volume, this choked jet has
only a very small impact on the overall nucleosynthesis pattern
and KN signal.

3.4. Nucleosynthesis Yields

In all of our models, the dynamical ejecta (Figure 3, red lines)
are the main source of material with Ye< 0.25 and A> 140,
despite having a subdominant mass among the three ejecta

Figure 4. Differential mass of lanthanides and actinides per solid angle along the polar angle (panels (a) and (b)); bolometric, isotropic-equivalent luminosity and effective
(i.e., including thermalization as in Rosswog et al. 2017) heating rate (panels (c) and (d)); photospheric temperature (panels (e) and (f)); and photospheric velocities (panels (g)
and (h)). The left (right) column shows plots for all models based on the symmetric (asymmetric) binary mass configuration. The bottom three rows share the same x-axis, and
solid (dashed) lines denote quantities averaged over the entire sphere (over solid angles with θ < π/4), while black circles denote data observed in AT 2017gfo (from
Waxman et al. 2018). The crosses in panels (c) and (d) denote peak emission properties obtained from one-zone estimates (Metzger 2019) using the mass, average velocity,
and average opacity of all NS torus ejecta with Ye > 0.3. Nucleosynthesis-related properties were obtained from network A.

12 A more powerful jet that is able to break out (such as observed with
GW170817; Mooley et al. 2018) may be powered through the GR Blandford–
Znajek process (Blandford & Znajek 1977; see, e.g., Gottlieb et al. 2022 for
recent numerical models), which our postmerger simulations are unable to
describe.

8

The Astrophysical Journal Letters, 951:L12 (16pp), 2023 July 1 Just et al.

amount of torus material in a narrow stream along the
rotation axis (see Figure 1), reaching up to velocities of
0.5–0.6c but being unable to break out from the dynamical
ejecta owing to insufficient energy supply.12 However, due to

its low mass and relatively small volume, this choked jet has
only a very small impact on the overall nucleosynthesis pattern
and KN signal.

3.4. Nucleosynthesis Yields

In all of our models, the dynamical ejecta (Figure 3, red lines)
are the main source of material with Ye< 0.25 and A> 140,
despite having a subdominant mass among the three ejecta

Figure 4. Differential mass of lanthanides and actinides per solid angle along the polar angle (panels (a) and (b)); bolometric, isotropic-equivalent luminosity and effective
(i.e., including thermalization as in Rosswog et al. 2017) heating rate (panels (c) and (d)); photospheric temperature (panels (e) and (f)); and photospheric velocities (panels (g)
and (h)). The left (right) column shows plots for all models based on the symmetric (asymmetric) binary mass configuration. The bottom three rows share the same x-axis, and
solid (dashed) lines denote quantities averaged over the entire sphere (over solid angles with θ < π/4), while black circles denote data observed in AT 2017gfo (from
Waxman et al. 2018). The crosses in panels (c) and (d) denote peak emission properties obtained from one-zone estimates (Metzger 2019) using the mass, average velocity,
and average opacity of all NS torus ejecta with Ye > 0.3. Nucleosynthesis-related properties were obtained from network A.

12 A more powerful jet that is able to break out (such as observed with
GW170817; Mooley et al. 2018) may be powered through the GR Blandford–
Znajek process (Blandford & Znajek 1977; see, e.g., Gottlieb et al. 2022 for
recent numerical models), which our postmerger simulations are unable to
describe.

8

The Astrophysical Journal Letters, 951:L12 (16pp), 2023 July 1 Just et al.

‣ approximate M1 photon transfer	

‣ good agreement with GW170817	

‣ supports idea that GW170817 was a 
delayed-collapse scenario with 
massive post-merger ejecta

Dynamical ejecta with weak processes II: Kilonova 13

Figure 7. Same as Fig. 4 but comparing the four hydrodynamic models with different nuclear EoSs and binary mass ratios and not
distinguishing between polar and equatorial regions, i.e. only spherically averaged or integrated quantities are shown. Note that the top
middle panel now shows q instead of q/Mej.

Figure 8. Same as Fig. 7 but comparing the fiducial model DD2-135135 with its counterpart DD2-135135-noneu, in which neutrino
reactions have been neglected after the plunge.

and equilibration of trapped neutrinos. The advection of
trapped neutrinos can be accounted for without significant
efforts and even without computing any neutrino interaction
rates – basically by replacing the electron fraction with the
total lepton fraction in optically thick regions (e.g. Goriely
et al. 2015; Ardevol-Pulpillo et al. 2019). However, the main
challenge lies in the reliable description of the emission and
absorption rates in the semi-transparent regions surrounding
the hot merger remnant once it is formed. In order to quan-

tify the impact of (not) including any neutrino interactions
after the first touch of the two stars, we introduced in Part I
a variation of model DD2-135135 (called DD2-135135-noneu
here), in which Ye is held constant after the point when the
two stars plunge into each other. In this model the abun-
dances of elements with mass numbers 90 <

⇠ A <
⇠ 140 are

found to be reduced, while the mass fractions of lanthanides
and heavier elements are enhanced by a factor of 2�3. More-
over, the pole-to-equator composition gradient basically dis-
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dynamical ejecta only:

Kilonova bolometric light curve
(OJ et al., ApJL 951, L12, 2023)

(see also Kawaguchi+21,22, Bernuzzi+24, Sippens-Groenewegen+25, …)
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FIG. 4. Mass-distribution histograms in the space of electron fraction
and entropy per baryon (both measured when the temperature drops
below 5 GK) for ejecta material resulting in two numerical simula-
tions in which the HMNS remnant is short-lived (model “sym-n1-
a6-short” with ⌧BH = 10 ms; left panel) and long-lived (model “sym-
n1-a6” with ⌧BH = 122 ms; right panel). The neutrino-driven wind
in the long-lived model produces a substantial amount of ejecta with
Ye & 0.45.

tween a model with a short-lived HMNS remnant (with BH-
formation time at ⌧BH ⇡ 10 ms, top row) and a long-lived
one (with ⌧BH ⇡ 120 ms, bottom row): In the latter case the
HMNS, due to its longer lifetime, is able to accelerate a mas-
sive and extended high-Ye, high-entropy neutrino-driven wind
along both polar directions, leading to substantial helium en-
richment at final ejecta velocities of 0.15 . v/c . 0.6 within
a cone of ⇠ 30� half-opening angle. As can be seen in Fig. 4,
the distinct neutrino-driven wind component can also be iden-
tified in the final mass distribution of ejecta as a function of
the electron fraction and entropy.

Since the HMNS injects the wind with mass fluxes that vary
only slowly with time, the relative fraction XHe(t) of mass end-
ing up as helium in the observationally relevant (cf. Sect. II)
velocity band 0.15 . v/c . 0.25 keeps growing continu-
ously for the long-lived (⌧BH > 10 ms) models, reaching val-
ues of 10-20 % until abruptly saturating when the HMNS un-
dergoes BH formation; see Fig. 5. Given a su�ciently long
HMNS lifetime, helium becomes the most abundant element

(by mass) in the entire outflow. Clearly, all the long-lived
models shown in Fig. 5 are immediately ruled out by the ob-
servational constraint XHe < 0.03 (cf. Sect. II), while the
short-lived models are compatible. Assuming that our set of
models is representative concerning the behaviour of XHe(t)
(see discussion below), Fig. 5 implies that the observational
constraint XHe < 0.03 can only be fulfilled for short or inter-
mediate HMNS lifetimes of

⌧BH ( AT2017gfo ) . 20 . . . 30 ms . (3)

In other words, the HMNS remnant in AT2017gfo must have
collapsed already a few tens of milliseconds after the collision,
because otherwise it would have blown out enough helium to
be clearly observable in the kilonova spectra.

We note in passing that the large angular anisotropy cre-
ated by the polar neutrino-driven winds would also be at odds
with the quasi-spherical geometry suggested by the observed
spectral features in AT2017gfo (cf. for instance the P Cygni
features and discussions in [69, 70], but see also [17]).

A few comments are in order regarding the lifetime con-
straint, Eq. (3). First, we stress that our set of models is
still relatively small and therefore probably not exhaustive re-
garding the impact of di↵erent progenitor masses, mass ra-
tios, EOSs, and turbulent viscosity prescriptions. However,
the model-by-model variation of the time corresponding to
XHe(t) = 0.03 is throughout smaller than a factor of two, even
for cases where the lifetimes di↵er by one order of magnitude.
This indicates a relatively mild sensitivity of the lifetime con-
straint, Eq. (3), to the aforementioned input parameters.

An additional source of uncertainty is represented by the
physics approximations adopted in order to make the simu-
lations computationally feasible (concerning the treatment of
general relativity, turbulent viscosity, and neutrino transport;
see [40]). While the notion of HMNS remnants producing
high-Ye winds is not new (e.g. [21, 53]), the question of how
fast these winds enrich the ejecta with helium is a delicate,
quantitative question, sensitive to the detailed thermodynamic
conditions and neutrino field near the HMNS surface, and to
our knowledge this question has not never been addressed so
far (see, however, [70, 73] for studies discussing the impact
of helium on kilonova spectra). Although our HMNS mod-
els capture more physics ingredients than many previous ones
– in particular they are the first to adopt spectral M1 neu-
trino transport – the remaining simplifying assumptions of our
models may or may not have an impact on the XHe(t) curves.
At any rate, the dichotomy between long-lived and short-lived
models seen in Fig. 5 is striking, and we leave it to future
work to explore in more detail the uncertainties of the XHe(t)
dependence and of the implied lifetime constraint, Eq. (3).

A meaningful comparison with other literature results is
di�cult, if not impossible, at this point, because so far only
a small number of merger-remnant simulations exist that are
capable of describing neutrino-driven winds1 and (full or ap-
proximate) treatment of general relativistic gravity, while only

1 Pure neutrino-leakage schemes (based on [65] without additional treatment

7

FIG. 4. Mass-distribution histograms in the space of electron fraction
and entropy per baryon (both measured when the temperature drops
below 5 GK) for ejecta material resulting in two numerical simula-
tions in which the HMNS remnant is short-lived (model “sym-n1-
a6-short” with ⌧BH = 10 ms; left panel) and long-lived (model “sym-
n1-a6” with ⌧BH = 122 ms; right panel). The neutrino-driven wind
in the long-lived model produces a substantial amount of ejecta with
Ye & 0.45.

tween a model with a short-lived HMNS remnant (with BH-
formation time at ⌧BH ⇡ 10 ms, top row) and a long-lived
one (with ⌧BH ⇡ 120 ms, bottom row): In the latter case the
HMNS, due to its longer lifetime, is able to accelerate a mas-
sive and extended high-Ye, high-entropy neutrino-driven wind
along both polar directions, leading to substantial helium en-
richment at final ejecta velocities of 0.15 . v/c . 0.6 within
a cone of ⇠ 30� half-opening angle. As can be seen in Fig. 4,
the distinct neutrino-driven wind component can also be iden-
tified in the final mass distribution of ejecta as a function of
the electron fraction and entropy.

Since the HMNS injects the wind with mass fluxes that vary
only slowly with time, the relative fraction XHe(t) of mass end-
ing up as helium in the observationally relevant (cf. Sect. II)
velocity band 0.15 . v/c . 0.25 keeps growing continu-
ously for the long-lived (⌧BH > 10 ms) models, reaching val-
ues of 10-20 % until abruptly saturating when the HMNS un-
dergoes BH formation; see Fig. 5. Given a su�ciently long
HMNS lifetime, helium becomes the most abundant element

(by mass) in the entire outflow. Clearly, all the long-lived
models shown in Fig. 5 are immediately ruled out by the ob-
servational constraint XHe < 0.03 (cf. Sect. II), while the
short-lived models are compatible. Assuming that our set of
models is representative concerning the behaviour of XHe(t)
(see discussion below), Fig. 5 implies that the observational
constraint XHe < 0.03 can only be fulfilled for short or inter-
mediate HMNS lifetimes of

⌧BH ( AT2017gfo ) . 20 . . . 30 ms . (3)

In other words, the HMNS remnant in AT2017gfo must have
collapsed already a few tens of milliseconds after the collision,
because otherwise it would have blown out enough helium to
be clearly observable in the kilonova spectra.

We note in passing that the large angular anisotropy cre-
ated by the polar neutrino-driven winds would also be at odds
with the quasi-spherical geometry suggested by the observed
spectral features in AT2017gfo (cf. for instance the P Cygni
features and discussions in [69, 70], but see also [17]).

A few comments are in order regarding the lifetime con-
straint, Eq. (3). First, we stress that our set of models is
still relatively small and therefore probably not exhaustive re-
garding the impact of di↵erent progenitor masses, mass ra-
tios, EOSs, and turbulent viscosity prescriptions. However,
the model-by-model variation of the time corresponding to
XHe(t) = 0.03 is throughout smaller than a factor of two, even
for cases where the lifetimes di↵er by one order of magnitude.
This indicates a relatively mild sensitivity of the lifetime con-
straint, Eq. (3), to the aforementioned input parameters.

An additional source of uncertainty is represented by the
physics approximations adopted in order to make the simu-
lations computationally feasible (concerning the treatment of
general relativity, turbulent viscosity, and neutrino transport;
see [40]). While the notion of HMNS remnants producing
high-Ye winds is not new (e.g. [21, 53]), the question of how
fast these winds enrich the ejecta with helium is a delicate,
quantitative question, sensitive to the detailed thermodynamic
conditions and neutrino field near the HMNS surface, and to
our knowledge this question has not never been addressed so
far (see, however, [70, 73] for studies discussing the impact
of helium on kilonova spectra). Although our HMNS mod-
els capture more physics ingredients than many previous ones
– in particular they are the first to adopt spectral M1 neu-
trino transport – the remaining simplifying assumptions of our
models may or may not have an impact on the XHe(t) curves.
At any rate, the dichotomy between long-lived and short-lived
models seen in Fig. 5 is striking, and we leave it to future
work to explore in more detail the uncertainties of the XHe(t)
dependence and of the implied lifetime constraint, Eq. (3).

A meaningful comparison with other literature results is
di�cult, if not impossible, at this point, because so far only
a small number of merger-remnant simulations exist that are
capable of describing neutrino-driven winds1 and (full or ap-
proximate) treatment of general relativistic gravity, while only

1 Pure neutrino-leakage schemes (based on [65] without additional treatment

7

FIG. 4. Mass-distribution histograms in the space of electron fraction
and entropy per baryon (both measured when the temperature drops
below 5 GK) for ejecta material resulting in two numerical simula-
tions in which the HMNS remnant is short-lived (model “sym-n1-
a6-short” with ⌧BH = 10 ms; left panel) and long-lived (model “sym-
n1-a6” with ⌧BH = 122 ms; right panel). The neutrino-driven wind
in the long-lived model produces a substantial amount of ejecta with
Ye & 0.45.

tween a model with a short-lived HMNS remnant (with BH-
formation time at ⌧BH ⇡ 10 ms, top row) and a long-lived
one (with ⌧BH ⇡ 120 ms, bottom row): In the latter case the
HMNS, due to its longer lifetime, is able to accelerate a mas-
sive and extended high-Ye, high-entropy neutrino-driven wind
along both polar directions, leading to substantial helium en-
richment at final ejecta velocities of 0.15 . v/c . 0.6 within
a cone of ⇠ 30� half-opening angle. As can be seen in Fig. 4,
the distinct neutrino-driven wind component can also be iden-
tified in the final mass distribution of ejecta as a function of
the electron fraction and entropy.

Since the HMNS injects the wind with mass fluxes that vary
only slowly with time, the relative fraction XHe(t) of mass end-
ing up as helium in the observationally relevant (cf. Sect. II)
velocity band 0.15 . v/c . 0.25 keeps growing continu-
ously for the long-lived (⌧BH > 10 ms) models, reaching val-
ues of 10-20 % until abruptly saturating when the HMNS un-
dergoes BH formation; see Fig. 5. Given a su�ciently long
HMNS lifetime, helium becomes the most abundant element

(by mass) in the entire outflow. Clearly, all the long-lived
models shown in Fig. 5 are immediately ruled out by the ob-
servational constraint XHe < 0.03 (cf. Sect. II), while the
short-lived models are compatible. Assuming that our set of
models is representative concerning the behaviour of XHe(t)
(see discussion below), Fig. 5 implies that the observational
constraint XHe < 0.03 can only be fulfilled for short or inter-
mediate HMNS lifetimes of

⌧BH ( AT2017gfo ) . 20 . . . 30 ms . (3)

In other words, the HMNS remnant in AT2017gfo must have
collapsed already a few tens of milliseconds after the collision,
because otherwise it would have blown out enough helium to
be clearly observable in the kilonova spectra.

We note in passing that the large angular anisotropy cre-
ated by the polar neutrino-driven winds would also be at odds
with the quasi-spherical geometry suggested by the observed
spectral features in AT2017gfo (cf. for instance the P Cygni
features and discussions in [69, 70], but see also [17]).

A few comments are in order regarding the lifetime con-
straint, Eq. (3). First, we stress that our set of models is
still relatively small and therefore probably not exhaustive re-
garding the impact of di↵erent progenitor masses, mass ra-
tios, EOSs, and turbulent viscosity prescriptions. However,
the model-by-model variation of the time corresponding to
XHe(t) = 0.03 is throughout smaller than a factor of two, even
for cases where the lifetimes di↵er by one order of magnitude.
This indicates a relatively mild sensitivity of the lifetime con-
straint, Eq. (3), to the aforementioned input parameters.

An additional source of uncertainty is represented by the
physics approximations adopted in order to make the simu-
lations computationally feasible (concerning the treatment of
general relativity, turbulent viscosity, and neutrino transport;
see [40]). While the notion of HMNS remnants producing
high-Ye winds is not new (e.g. [21, 53]), the question of how
fast these winds enrich the ejecta with helium is a delicate,
quantitative question, sensitive to the detailed thermodynamic
conditions and neutrino field near the HMNS surface, and to
our knowledge this question has not never been addressed so
far (see, however, [70, 73] for studies discussing the impact
of helium on kilonova spectra). Although our HMNS mod-
els capture more physics ingredients than many previous ones
– in particular they are the first to adopt spectral M1 neu-
trino transport – the remaining simplifying assumptions of our
models may or may not have an impact on the XHe(t) curves.
At any rate, the dichotomy between long-lived and short-lived
models seen in Fig. 5 is striking, and we leave it to future
work to explore in more detail the uncertainties of the XHe(t)
dependence and of the implied lifetime constraint, Eq. (3).

A meaningful comparison with other literature results is
di�cult, if not impossible, at this point, because so far only
a small number of merger-remnant simulations exist that are
capable of describing neutrino-driven winds1 and (full or ap-
proximate) treatment of general relativistic gravity, while only

1 Pure neutrino-leakage schemes (based on [65] without additional treatment

ejecta mass histogram ejecta nucleosynthesis yields

mainly He, iron-group,	
and light r-process nuclei	

in NS-torus ejecta



3

FIG. 1. VLT/X-shooter spectrum of AT2017gfo 4.4 days post merger
with a blackbody continuum overlaid ()BB = 3200 K from the best-fit
blackbody compilation in Sneppen et al. [66]) and P Cygni features for
various helium abundances computed using the model described in
Sect. II. Given a sufficient helium abundance, -He ⇠ 0.01, a sizeable
absorption feature will be produced in the region 800–1000 nm. The
other spectral features in the spectrum have been tentatively linked to
Y �� (600–800 nm) and La ���, Ce ���, Te ��� (1200–1600 nm, 2000 nm).

vious studies of supernovae [e.g. 76] and of kilonovae [74].
Details on the computational modeling can be found in Snep-
pen et al. [75], but we note that the atomic data for helium is
reliable (particularly in comparison to r-process elements) due
to the substantiating experimental data, the multitude of prior
applications (including in astrophysical contexts) and the sim-
plicity of the few electron system for computational concerns.
The atomic data employed includes �-values [77], thermally-
averaged transition rates from collisions with electrons [78],
recombination rates, and photoionisation cross-sections [79].

In our models we assume homologously expanding ejecta
with a power-law density dependence in velocity, d = d0{U.
The normalisation constant, d0, is chosen such that the ejecta
mass in the velocity range 0.1–0.52 is 0.04 M� , around the
estimated ejecta mass for AT2017gfo [e.g. 23, 25]. We con-
sidered a large range of power-law slopes from constant density
(U = 0) to steep declines (U = �5) but adopt U = �5 for our
fiducial model (see App. A). We note this choice yields a
mass for the high-velocity ejecta (& 0.22) of ⇠0.01 M� , which
is consistent with observational constraints from AT2017gfo
[e.g. 15, 80, 81]. The model assumes a uniform mass fraction
of helium, -He, which is treated as a free parameter. The elec-
tron number density, =4, is also assumed to follow the same
velocity profile (i.e. =4 / {U) but with free normalisation. In
all cases considered here, we will adopt a photospheric ve-
locity at 4.4 days of {ph = 0.192 [75, we note a slightly lower
value ⇠ 0.152 can also be consistent with observations and
would provide even stronger limits, see App. A 1], and place
the outer boundary of the calculation at {max = 0.52. For

FIG. 2. The fraction of helium in each ionisation state (top panel),
the fraction of helium in the 1s2s 3S state (middle panel) and the
helium density required to produce the observed feature (red line,
bottom panel) as a function of photospheric electron density. All other
parameters have their standard values, as described in App. A 2. For
comparison, in the top panel, we also show the Sr �� fraction given a
recombination rate, U = 3⇥10�12 s�1 cm3. In the lower panel, dotted
and dash-dotted lines shows =4 as a function of =He given various
assumed -He and adopting a mean mass, � = 100, and same mean
charge as helium for all other species. While the unphysical regime
where =4 is smaller than the electron density solely contributed by
helium is shown in the grey shaded region. The electron densities
expected near the photosphere (indicated with shaded orange region,
=4 ⇡ 6⇥106–108 cm�3, see App. A 3) predict He �� should constitute a
major ionisation state and thus a sizeable population will be in 1s2s 3S.
This implies i) a small density of helium, =He ⇠ 105–106 cm�3 would
be sufficient to produce the observed feature and ii) such electron
density cannot solely be explained from the electrons contributed by
helium ions, but require other ions.

the electron temperature, we assume, for the baseline model,
the relativistically Doppler-corrected blackbody temperature,
i.e. )4 = 2800 K at 4.4 days (but explore a broader temper-
ature range in App. A 4). We note, the relativistic Doppler-
correction leads to a slight decrease from the observed black-
body temperature of )BB = 3200 K. We also assume that the

observed spectrum of AT2017gfo at 4.4 days	
+ estimated hypothetic contribution of helium

(for helium interpretation also see Perego+22, 
Tarumi+23, Sneppen+24)
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FIG. 5. Mass of material ejected until the given time that will end
up as helium relative to the mass of all material ejected until that
time in our hydrodynamic simulation models (cf. Appendix B). Only
material in the observationally relevant velocity range, 0.19 < {/2 <
0.3, is considered. We count as ejecta all material that at a given
time lies beyond the radius of 50 km and is expanding faster than
0.1 2. The helium abundance plateaus following BH formation at C =
gBH, indicated for each model with black circles. The observational
constraint -He = 0.05 is shown by the dashed line. Neutrino winds
continuously inject helium into the ejecta but only as long as the
HMNS is present, leading to a strong correlation between the helium
abundance and the HMNS lifetime. In this set of models only the two
short-lived models (denoted by “short” suffixes) with gBH = 10 ms
satisfy the observational constraint.

Since the HMNS injects the wind with mass fluxes that vary
only slowly with time, the relative fraction -He (C) of mass end-
ing up as helium in the observationally relevant (cf. Sect. II)
velocity band 0.19 . {/2 . 0.3 keeps growing continuously
for the long-lived (gBH > 10 ms) models, reaching values of
20–40 % until abruptly saturating when the HMNS undergoes
BH formation; see Fig. 5. Given a sufficiently long HMNS
lifetime, helium becomes the most abundant element (by mass)
in the entire outflow. Clearly, all the long-lived models shown
in Fig. 5 are immediately ruled out by the observational con-
straint -He < 0.05 (cf. Sect. II), while the short-lived models
are compatible. Assuming that our set of models is representa-
tive concerning the behavior of -He (C) (see discussion below),
Fig. 5 implies that the observational constraint can only be
fulfilled for relatively short lifetimes of

gBH ( AT2017gfo ) . 20 � 30 ms . (3)

In other words, the HMNS remnant in AT2017gfo must have
collapsed within a few tens of milliseconds after the merger,

because otherwise it would have blown out enough helium to
be clearly observable in the kilonova spectra according to the
P Cygni analysis of Sect. II. Importantly, given the rapid growth
of -He (C), even a less constraining bound, of say -He < 0.1,
would result in a strong lifetime constraint.

We note in passing that the large angular anisotropy created
by the polar neutrino winds would also be at odds with the
quasi-spherical geometry suggested by the observed spectral
features in AT2017gfo (cf. for instance the P Cygni features
and discussions in [66, 85], but see also [134]).

A few comments are in order regarding the lifetime con-
straint, Eq. 3. First, we stress that our set of models is still rel-
atively small and therefore probably not exhaustive regarding
the impact of different progenitor masses, mass ratios, EoSs,
and turbulent viscosity prescriptions. However, the model-by-
model variation of the time corresponding to -He (C) = 0.05
is not more than about a factor of two, even for cases where
the lifetimes gBH differ by one order of magnitude, suggesting
a certain robustness of the helium-enrichment mechanism and
therefore a relatively mild sensitivity of the lifetime constraint,
Eq. 3, with respect to these uncertainties. Considering specif-
ically the viscosity, it is worth noting that the non-viscous
model (sym-novis) exhibits the fastest rise of -He (C) among
all considered models, while a lifetime of gBH & 20 ms is only
suggested by models with a relatively strong, and therefore
possibly less realistic, viscosity.

An additional source of uncertainty is represented by the
physics approximations adopted to make the simulations com-
putationally feasible (concerning the treatment of general rel-
ativity, turbulent viscosity, and neutrino transport; see [121]).
While the idea of HMNS remnants producing high-.4 winds is
not new, the question of how fast these winds enrich the ejecta
with helium is a difficult, quantitative question, sensitive to the
detailed thermodynamic conditions and neutrino distribution
near the HMNS surface, and to our knowledge this question
has rarely been addressed so far (see, however, [66, 74] for
studies discussing the impact of helium on kilonova spectra).
Although our HMNS models capture more physics ingredi-
ents than many previous studies – in particular in that they
adopt spectral neutrino transport – the remaining simplifying
assumptions of our models may or may not have an impact on
the -He (C) curves. At any rate, the dichotomy between long-
lived and short-lived models seen in Fig. 5 is striking, and
we leave it to future work to explore in more detail the uncer-
tainties of the -He (C) dependence and of the implied lifetime
constraint, Eq. 3.

A meaningful comparison with other literature results is
difficult, if not impossible, at this point, because so far only
a small number of merger-remnant simulations exist that are
capable of describing neutrino winds3 combined with a (full
or approximate) treatment of general relativistic gravity, while
only a fraction of those report helium abundances, and none

3 Pure neutrino-leakage schemes (based on Ref. [135] without additional
treatment of neutrino absorption), which are often adopted in the merger
literature, only describe (net) neutrino cooling, i.e. no heating, and are
therefore unable to capture neutrino winds.

hydro models

‣ observed spectrum (at 4.4 days) 
appears inconsistent with significant 
helium mass fractions	

‣ observational limit  
implies upper limit on BH lifetime of

X(He) ≲ 0.05

τBH ≲ 20 − 30 ms

(Sneppen, OJ, et al., 2026)
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FIG. 7. Constraints on the radius of a 1.6 M� NS (left) and the radius, 'max, of the maximum-mass configuration (right) as function of
maximum mass "max. Stellar parameters in the upper right corner (blue area) are ruled out for a total binary mass ⇠ 0.2 M� below the
threshold mass for prompt black-hole formation "thres. This binary mass is derived from the maximum lifetime of ⇠20 ms inferred for the
merger remnant from the absence of strong He features in the kilonova spectrum, as explained in the text. Small NS radii in the lower left are
excluded if GW170817 did not undergo a prompt gravitational collapse (as argued in [33, 39]) based on the high kilonova brightness (purple
area). Solid lines in the respective regions display constraints for assumed binary mass ratios of @ = 1 (black), @ = 0.85 (yellow) and @ = 0.73
(magenta). Dashed lines of the same color include additionally the uncertainty from the scatter in the fit formula for "thres (@,"max, '). The
color shading of the blue and purple area indicates confidence levels of exclusion (in 10% steps) from considering the posterior distribution of
the binary mass ratio of GW170817. Shading for the area between the 0% and 10% levels are not plotted. For the upper limit, note the initial
steep increase with the 50% level close to the yellow line (@ = 0.85). For the lower limit, the confidence of exclusion drops steeply between the
90% level (close to the black solid line for @ = 1) and the 50% level (close to the yellow solid line for @ = 0.85). Causality excludes the dark red
region. Stellar parameters in the light red area are empirically not found in a large set of microphysical EoS models. White dots in the left panel
show absolute limits at the 90% confidence level given by "max = 2.0 M� for the upper limit and the intersection with the empirical exclusion
region (light red area) for the lower limit. These dots show the '1.6 constraints visualized in Fig. 9. See main text for more information.

FIG. 8. Same as Fig. 7 but for the tidal deformability⇤1.4 of a 1.4 M�
NS.

in [9]). Thus, it is statistically very unlikely that the mass ratio
was in the range @ . 0.7. Using the posterior distribution
of @ from Ref. [9], we use ten different shadings to indicate
the exclusion levels in Fig. 7 in 10% steps resulting from the
distribution of @, which we propagate through Eq. (5).

Note that the dependence on @ in Eq. (5) is such that stronger

deviations from the @ = 1 case only occur for very asymmetric
systems because of the X@3 terms in Eq. (4). The line for @ =
0.85 (yellow) is very close to that of the equal-mass mergers
(black) in Fig. 7. Thus the probability that a radius is excluded
rises quickly in the region between the lines with @ = 1 and
@ = 0.85 (different shadings are hardly distinguishable in this
range in Fig. 7). The 50% exclusion contour is very close to
the @ = 0.85 line (yellow); the 90% limit follows closely the
@ = 0.73 line (magenta) for "max . 2.4 M� .

Large radii cannot be ruled out if GW170817 was very asym-
metric. The reason for this lies in the behavior of "thres (@),
which is relatively flat for small binary mass asymmetries
(@ ⇡ 1) and declines stronger for larger asymmetries, i.e.
smaller @ (see e.g. Fig. 4 in [39] or [138, 140, 144]). Even a
stiff EoS could thus yield a relatively small "thres if the binary
was very asymmetric implying only a weak constraint on the
radius. In addition, significant binary mass asymmetries imply
a higher total binary mass of GW170817, for which only the
chirp mass is well known, and thus weaken our upper radius
limit.

We note that the fit formulae do not consider intrinsic spins
of the NSs, which however affect "thres only for very large and
probably unrealistic values [141, 186]. We show the impact of
strong first-order phase transitions on our constraints in App. C
and find that they would weaken the radius constraints by a few
hundred meters if "max ⇠ 2 M� and if phase transitions are as
extreme as the ones adopted in [39]. We also present the limits

‣ narrow window of 
allowed values	

‣ potentially powerful 
new EOS constraint, but 
with remaining 
modeling uncertainties

(Sneppen, OJ, et al., 2026)
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FIG. 9. Constraints on NS parameters as in Fig. 7 overplotted with ex-
emplary mass-radius relations for various microphysical EoSs (green
and red lines) [36, 153–182]. If the remnant of GW170817 was short-
lived, this excludes stellar parameters in the blue areas (see main
text). NS radii are constrained from below (purple areas) because the
brightness of the kilonova AT2017gfo points to no prompt collapse
yielding a lower limit on "thres. The color shadings of the constraints
on {"max, 'max} above " = 2.0 M� (thin dashed horizontal line)
resemble the exclusion probability implied by the posterior distribu-
tion of the binary mass ratio in GW170817 [9] similarly as in Figs. 7
and 8. Causality rules out the area in the upper left corner. Note that
a mass-radius curve is only excluded if its {"max, 'max} lies in one
of the excluded regions. The horizontal bars around " = 1.6 M�
display the upper and lower limit on '1.6 with the purple and blue
areas providing the absolute limits independent of "max (at 90% con-
fidence based on the binary mass ratio distribution; see black dots in
left panel of Fig. 7 and main text). The magenta, yellow and cyan bars
give the bounds for specific values of "max. For "max & 2.15 "�
the causality or empirical limit, respectively, become more stringent
then the lower bound from the “no prompt collapse” argument and
the allowed range of '1.6 becomes increasingly smaller approaching
zero for "max ⇡ 2.3 "� and thus EoSs with "max & 2.3 "� are
ruled out. Mass-radius relations shown in red are excluded by our
constraints. See main text for more detailed explanations.

resulting from alternative fit formulae [138] in the appendix,
which only mildly affect the quantitative results. Thus the
main uncertainty still remains that of the binary mass ratio.

As already apparent from Eq. (5), the new upper limit on
'1.6 depends on the maximum mass and becomes stronger for
larger "max. This is clear because ' and "max both increase
"thres (cf. Eq. (4)), and a larger "max is only compatible
with "thres . 2.9 M� if the radius is correspondingly smaller.
The fact that our limits depend on "max make them more
constraining than an individual number suggests: large radii
are only compatible with relatively small "max – just above
the current lower bound [183–185]. This is rather atypical for
many EoS models, which often reach far beyond 2 M� if the
radius '1.6 is larger than ⇠ 12 km. Our constraint thus rules
out a significant number of current EoS models, which can
be directly seen in Fig. A.5, where the stellar parameters of a
sample of microphysical EoS models are overplotted.

We include two additional constraints in Fig. 7. In the lower

left part we display the excluded region (purple) derived from
the argument that GW170817 was likely not a prompt collapse
event, which would be incompatible with the relatively high
brightness of the kilonova [33]. A prompt collapse is likely
connected with reduced mass ejection and, thus, one concludes
that "thres > "⌧,170817

tot . Following [33, 39], this implies a
lower limit on the radius. We update and improve this con-
straint in comparison to [33, 39] by employing for consistency
the same @-dependent fit formula for "thres (Eq. (4)) and by
considering the posterior sample of @ from GW170817. In-
stead of only computing an absolute lower limit as in [39] we
show the lower limit as function of "max. As for the upper
limit, the lower limits directly result from Eq. (4) as

' >
"GW170817

tot � 21"max � 23 � 24X@3"max

22 + 25X@3 . (6)

Again we find a significant impact from the binary mass ratio
especially for "max ⇡ 2 M� . This can be seen from the lines in
the lower left of the figure, where in contrast to the upper limit
the @ = 1 case represents the more conservative limit. The
dashed lines again indicate the uncertainties of the fit formula
(by shifting "GW170817

tot ! "GW170817
tot � X" in Eq. (6)). We

again propagate the posterior sample of @ from GW170817
through Eq. (6) and use different shadings in Fig. 7 to visualize
the exclusion level in steps of 10% (purple area). As for the
upper limit the resulting distribution becomes very steep in the
range corresponding to small binary mass asymmetries. The
90% level is close to the black solid line (@ = 1) and the 50%
level follows closely the yellow @ = 0.85 line.

Like the upper limit, the lower limit on the radius also de-
pends on the maximum mass and effectively the combined
constraint appears like a “sliding window”, where larger radii
are favored for relatively small maximum masses ⇠ 2 M� and
smaller radii are only compatible with larger "max. The slid-
ing window essentially is a result of our main argument that
"GW170817

tot < "thres  "GW170817
tot +�" . Recall that the lower

limits are independent of �" and the presence or absence of
helium, and �" determines the width of the allowed range in
'1.6.

The second additional constraint we consider arises because
causality limits the stiffness of any EoS. In the lower right of
Fig. 7 (left panel) we display an area which is excluded by
causality requiring that the speed of sound {B cannot exceed
the speed of light 2. This limits the maximum stiffness of the
EoS and consequently rules out large "max for a given '1.6.
Being less conservative, we obtain an “empirical” limit by con-
sidering pairs {'1.6,"max} from a large set of microphysical
EoSs and determining the limit such that all models lie within
this phenomenological bound. See [33, 36, 39] and App. C for
the details on the “causality limit” and the “empirical limit”.

One may expect that an upper limit on "thres also implies
a constraint on "max. This constraint is visible in Fig. 7,
where the intersection between the empirical or causal limit
(red area) and the upper limit on '1.6 (blue area) provides
the highest possible "max. Based on the argument of a low
helium mass fraction, we can rule out "max & 2.3 M� for
�" = 0.2 M� . We emphasize that large "max far in excess
of 2 M� are only compatible with a relatively narrow range of

‣ large number of EOSs excluded 
(red lines)	

‣ in particular EOSs with 
simultaneously large  and R1.6
Mmax

(Sneppen, OJ, et al., 2026)
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Figure 3. Time evolution of the total radioactive heating rate per unit mass, ⟨Q⟩, mass number ⟨A⟩, and temperature ⟨T ⟩ (all mass-averaged over the ejecta) for the
1.35–1.35 M⊙ (solid lines) and 1.2–1.5 M⊙ (dotted lines) NS mergers.
(A color version of this figure is available in the online journal.)

Figure 4. Final nuclear abundance distributions of the ejecta from 1.35–1.35 M⊙ (squares) and 1.2–1.5 M⊙ (diamonds) NS mergers as functions of atomic mass. The
distributions are normalized to the solar r-abundance distribution (dotted circles).
(A color version of this figure is available in the online journal.)

the neutrons are exhausted, as shown in Figure 3 by the time
evolution of the mass number ⟨A⟩ mass-averaged over all the
ejecta. After several hundred ms, when neutrons get exhausted
by captures (Nn ∼ 1020 cm−3), n-captures and β-decays compete
on similar timescales and fashion the final abundance pattern
before the nuclear flow becomes dominated by β-decays (as
well as fission and α-decays for the heaviest species) back to
the stability line. The average temperature remains rather low
during the late neutron irradiation, around 0.5 GK (Figure 3),
so that photoreactions do not play a major role.

The final mass-integrated ejecta composition is shown in
Figure 4. The A = 195 abundance peak related to the N = 126
shell closure is produced in solar distribution and found to be
almost insensitive to all input parameters such as the initial
abundances, the expansion timescales, and the adopted nuclear
models. In contrast, the peak around A = 140 originates
exclusively from the fission recycling, which takes place in

the A ≃ 280–290 region at the time all neutrons have been
captured. These nuclei are predicted to fission symmetrically
as visible in Figure 4 by the A ≃ 140 peak corresponding
to the mass-symmetric fragment distribution. It is emphasized
that significant uncertainties still affect the prediction of fission
probabilities and fragment distributions so that the exact strength
and location of the A ≃ 140 fission peak (as well as the possible
A = 165 bump observed in the solar distribution) depend on
the adopted nuclear model.

While most of the matter trajectories are subject to a den-
sity and temperature history leading to the nuclear flow and
abundance distribution described above, some mass elements
can be shock-heated at relatively low densities. Typically at
ρ > 1010 g cm−3, the Coulomb effects shift the NSE abun-
dance distribution toward the high-mass region (Goriely et al.
2011), but at lower densities, the high temperatures lead to the
photodissociation of all the medium-mass seed nuclei into

4

heating  
rate

(Goriely+’11)

‣ radioactive decay of freshly 
synthesized r-process 
elements releases heat	

‣ ignored in almost all 
existing hydro-simulations

(also see Kawaguchi+22, Magistrelli+24, Ma+25)



RHINE: R-process Heating Implementation with NEural networks

‣ evolving full nuclear network with 1000’s of 
isotopes together with hydro too expensive	
‣ RHINE: only advect key quantities and predict 
source terms using neural networks	
‣ source terms inferred at each hydro time step 
using current values of evolved quantities
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Figure 3. Sketch illustrating the concept of RHINE. In ad-
dition to the conventional set of hydrodynamics equations,
Eqs. (3), RHINE requires the evolution of four mass frac-
tions, Xn, Xp, X↵, Xh, the average mass number of heavy
nuclei, Ah, and the average mass excess per baryon, em (cf.
Eqs. (7), (8), and (6), respectively). Using the evolved quan-
tities shown on the left as input variables, RHINE provides
at each time step and at each location the source terms con-
nected to r-process heating shown on the right utilizing neu-
ral networks trained by full nuclear network calculations.

heavy nuclei, mh, from the evolved quantities. Addi-
tional useful relations are given by the constraints of
mass- and charge-balance,

1 =
X

j

Xj = Xn +Xp +X↵ +Xh , (13a)

Ye =
X

j

ZjYj = Yp + 2Y↵ + ZhYh , (13b)

respectively, which must be fulfilled at any time (see
Appendix A.3 for more information). Equation (13b)
provides the average charge number of heavy nuclei, Zh,
for given evolved quantities.

In order to evolve the six additional equations,
Eqs. (6)–(8), the rates Rrest, Rn, Rp, R↵, Rh, and RA

are required. Together with the �-decay related rates,
R�,e and R�,⌧ , eight source terms are needed at each
location and (partial) time step in order to evolve the
overall system. RHINE infers these source terms from
ML models as functions of the local evolved variables,
as illustrated in the sketch of Fig. 3. It turns out that
evolving just the above four baryonic species together
with em and Ah provides enough information for the

ML models to predict reasonably accurate source terms.
One reason is that em depends mainly on Ah and Zh,
and only little on the detailed abundance distribution,
across a wide range of conditions in material undergo-
ing the r-process (see, e.g., accuracy of ML model 1 in
Table 4 @Zewei+Gabriel: Any more references that we
can give for the previous statement?) In principle, more
heavy species, or more degrees of freedom characteriz-
ing their distribution, could be added to the scheme to
improve the accuracy of the ML-model fits. However,
this would increase the complexity of the overall scheme
and its computational expense, and we found that the
current set of evolved quantities is large enough for the
simulations to produce results that are already in very
good agreement with nuclear network calculations (cf.
Sect. 3).

This summarizes the basic concept of the scheme. The
ML-based prediction of the source terms will be de-
scribed in Sect. 2.5.

2.4. Extension of the equation of state

Before turning to the source terms, we address one
more requirement of RHINE, namely the ability of the
EOS to deal with non-NSE conditions and with low tem-
peratures and densities. Conventional simulation codes
often assume NSE everywhere and use 3D EOS tables
that are limited at some density and temperature (e.g.
at ⇠ 103 g cm�3 and 0.1 MeV, respectively, in the case of
the SFHO EOS). In NSE, the composition, and therefore
the quantities P and etherm, can be interpolated from
3D tables for given ⇢, T, Ye. Under non-NSE conditions,
however, the EOS depends explicitly on the composi-
tion, i.e. the mass fractions of all nuclei, Xi, are indepen-
dent degrees of freedom. In the current implementation
of RHINE in ALCAR (REF?), before applying the EOS
we first flag each zone of the computational grid as being
either in NSE or non-NSE, depending on the tempera-
ture of the last time step (see Sect. ?? for the explicit cri-
terion). If a zone is flagged as NSE, all EOS-related vari-
ables are read from a table as functions of ⇢, T, Ye, i.e. we
overwrite the local values of em,Xn, Xp, X↵, Xh, and Ah

that are being advected via Eqs. (6)–(8). These equa-
tions become active only once a zone is flagged as non-
NSE, in which case a different (“low-density EOS”) rou-
tine is called that depends explicitly on the composi-
tional variables em,Xn, Xp, X↵, Xh, and Ah. Our low-
density EOS (REF:THJ private communication) adopts
the same assumptions as the well-known Helmholtz-
EOS by (REF:TIMMES), namely non-relativistic, non-
degenerate nucleons and nuclei, arbitrarily relativistic
and arbitrarily degenerate electrons and positrons, and
a thermal photon bath, optionally with the inclusion of

evolved quantities source terms	
needed for the evolution



Multilayer perceptron neural networks

‣ each circle represents a “perceptron” or 
“neuron”	
‣ information passes through sequence of hidden 
layers	
‣ output of a perceptron:  
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Figure 4. Schematic picture showing the architecture of a
multilayer perceptron (MLP) neural network used to fit and
predict the source terms related to the r-process in RHINE.
Starting with a set of input quantities, I, the MLP computes
an output quantity, O, by passing through a sequence of hid-
den layers of perceptrons, where the output of a perceptron
in one layer is used as input for all perceptrons in the next
layer. See main text for details.

Coulomb-lattice corrections. The explicit formulae for
the various components of P and etherm can be found,
e.g., in REF:TIMMES or COXGIULI. Fortunately, most
quantities computed by this EOS depend only on the av-
erage properties of heavy nuclei, i.e. on Xh, Ah, and Zh,
and therefore do not require a more detailed knowl-
edge of the composition. The only two exceptions are
the chemical potential and the entropy of heavy nuclei,
which depend on the statistical weights of individual nu-
clei. We assume ... write formulae for ⌘ and s.

2.5. Prediction of source terms

Move parts of the following paragraphs into the intro-
duction?

The key component of RHINE is the estimation of
the eight source terms Rk on the right-hand sides of
the evolution equations presented in Sect. 2.3 by mak-
ing use of machine-learning (ML) models. Each ML
model serves the purpose of a fit function, which pro-
vides the estimate of some desired quantity (e.g. the
rate of change of Ye) as a function of the evolved quan-
tities (say, ⇢, T, Ye, and Ah).

In contrast to classical fitting approaches, neural net-
works are not based on, or motivated by, a physical
model but built entirely empirically, with the only ob-
jective being the ability to reproduce a set of reference
(“training”) data as accurately as possible. This obvi-
ates the need for manually searching for suitable types
of fit functions, e.g. polynomials, because ML schemes
can learn arbitarily shaped patterns quasi-automatically
during the training process. Moreover, instead of a few
fit parameters typically used in conventional fits, ML
models consist of O(1000) parameters and therefore can
fit complex functions more accurately.

In Sect. 2.5.1 the basic structure of the ML models and
their construction is outlined, while Sect. 2.5.2 describes
the way how they are used to infer the source terms Rk

during the evolution. More details regarding the con-
struction of the ML models (data preparation, training,
and testing) will be presented in Appendices ???. The
performance of the overall scheme will be examined in
Sect. 3 by comparing the results of simulations using
RHINE with full nuclear-network results.

2.5.1. Fitting data with multilayer perceptrons

For predicting the rates of change contained in
the source terms Rk we utilize multilayer perceptrons
(MLPs), which represent a class of deep neural net-
works suitable for regression and classification problems
(REF). @Zewei: Any references for general neural net-
works and for the specific type used here? A detailed
description of MLPs is out of the scope of this paper, but
can be found in, e.g., REF. For each quantity to predict,
an independent neural network is used. In Fig. 4 the
structure of an MLP is schematically illustrated. For a
set of input quantities I the MLP computes an output
quantity O by passing through a number of Nhid hid-
den layers of perceptrons (or neurons). Each perceptron
(except in the input layer) carries a vector of weights,
wn (with n running over all connected perceptrons from
the previous layer), and a bias b. With these, the output
value x

out of this perceptron is computed from its input
values x

in

n as

x
out = fact

 
X

n

wnx
in

n + b

!
, (14)

where fact is an activation function that is chosen to be
the ELU (exponential linear unit) function,

fact(x) =

8
<

:
x, if x � 0

e
x
� 1, if x < 0

(15)

for all perceptrons in the hidden layers. The output
value of these perceptrons is then used as input value
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Figure 4. Schematic picture showing the architecture of a
multilayer perceptron (MLP) neural network used to fit and
predict the source terms related to the r-process in RHINE.
Starting with a set of input quantities, I, the MLP computes
an output quantity, O, by passing through a sequence of hid-
den layers of perceptrons, where the output of a perceptron
in one layer is used as input for all perceptrons in the next
layer. See main text for details.

Coulomb-lattice corrections. The explicit formulae for
the various components of P and etherm can be found,
e.g., in REF:TIMMES or COXGIULI. Fortunately, most
quantities computed by this EOS depend only on the av-
erage properties of heavy nuclei, i.e. on Xh, Ah, and Zh,
and therefore do not require a more detailed knowl-
edge of the composition. The only two exceptions are
the chemical potential and the entropy of heavy nuclei,
which depend on the statistical weights of individual nu-
clei. We assume ... write formulae for ⌘ and s.

2.5. Prediction of source terms

Move parts of the following paragraphs into the intro-
duction?

The key component of RHINE is the estimation of
the eight source terms Rk on the right-hand sides of
the evolution equations presented in Sect. 2.3 by mak-
ing use of machine-learning (ML) models. Each ML
model serves the purpose of a fit function, which pro-
vides the estimate of some desired quantity (e.g. the
rate of change of Ye) as a function of the evolved quan-
tities (say, ⇢, T, Ye, and Ah).

In contrast to classical fitting approaches, neural net-
works are not based on, or motivated by, a physical
model but built entirely empirically, with the only ob-
jective being the ability to reproduce a set of reference
(“training”) data as accurately as possible. This obvi-
ates the need for manually searching for suitable types
of fit functions, e.g. polynomials, because ML schemes
can learn arbitarily shaped patterns quasi-automatically
during the training process. Moreover, instead of a few
fit parameters typically used in conventional fits, ML
models consist of O(1000) parameters and therefore can
fit complex functions more accurately.

In Sect. 2.5.1 the basic structure of the ML models and
their construction is outlined, while Sect. 2.5.2 describes
the way how they are used to infer the source terms Rk

during the evolution. More details regarding the con-
struction of the ML models (data preparation, training,
and testing) will be presented in Appendices ???. The
performance of the overall scheme will be examined in
Sect. 3 by comparing the results of simulations using
RHINE with full nuclear-network results.

2.5.1. Fitting data with multilayer perceptrons

For predicting the rates of change contained in
the source terms Rk we utilize multilayer perceptrons
(MLPs), which represent a class of deep neural net-
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for all perceptrons in the hidden layers. The output
value of these perceptrons is then used as input value

‣ with non-linear activation function:
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Figure 4. Schematic picture showing the architecture of a
multilayer perceptron (MLP) neural network used to fit and
predict the source terms related to the r-process in RHINE.
Starting with a set of input quantities, I, the MLP computes
an output quantity, O, by passing through a sequence of hid-
den layers of perceptrons, where the output of a perceptron
in one layer is used as input for all perceptrons in the next
layer. See main text for details.
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for all perceptrons in the hidden layers. The output
value of these perceptrons is then used as input value‣ we use 2 hidden layers with 60 perceptrons each	
‣ altogether ~2500 parameters per neural network
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without RHINE: with RHINE:

‣ accelerates BH-torus ejecta from ~0.04c  to ~0.08 c	
‣ makes ejecta more spherical	
‣ increases ejecta mass
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Figure 11. Histograms depicting the mass distribution in Ye at T = 5GK, final velocity, and entropy per baryon at T = 5GK
of the material ejected in the neutron-star merger simulations without (black lines) and with (magenta lines) r-process heating.

Figure 12. Nucleosynthesis yields as functions of mass number in the material ejected in the neutron-star merger simulations
without (black lines) and with (magenta lines) r-process heating individually for all three ejecta components.

degree of homology is the ratio between the current
time and the characteristic timescale of velocity changes
(REF:Rosswog, Neuweiler, more?). However, various
possibilities exist and have been used in the literature
for computing a homology parameter �. Here we are pri-
marily interested in comparing the overall trend of � be-
tween our two models and not in a quantitative compar-
ison with previous studies. In order to compute � we use
the Lagrangian velocities, vl(t) = |~vl(t)|, recorded along
the set of Ntraj ejecta trajectories that we extracted a
posteriori from our simulations. We first define a ho-
mology parameter for each trajectory as

�l(t) =
t

vl(t)

dvl(t)

dt
(36)

and from this we compute a global homology parameter
by performing a mass-weighted average:

�(t) =

P
l �l(t)m

ej

lP
l m

ej

l

(37)

including in the sums only trajectories of one of the
three ejecta components and ignoring trajectories with
r(t) < 1000 km and v(t) < 0.003 c. The resulting time
evolution of �(t) is provided8 in Fig. 14. In both hydro-
dynamic models � decreases the fastest for the dynami-

8 It is possible that � is affected by numerical errors associated
with the path integration of the trajectories via post process-
ing. However, considering that the same path-integration time
steps are used for both simulations and all ejecta components,
the relative tendencies between the different models and ejecta
components indicated by Fig. 14 should be robust.
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NS merger models + RHINE

‣ relatively small impact on nucleosynthesis yields	
‣ significant impact on velocity distribution

(OJ, Xiong, Martinez-Pinedo, PRD 2026)
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FIG. 15. Properties of the kilonova signal for the neutron-star merger models without r-process heating (black lines) and
with r-process heating (magenta lines). The left panels show the bolometric luminosity integrated over all directions and the
specific rate by which radioactive energy is released (solid lines) and deposited (dashed lines), not including neutrino losses.
The right panels show the gas temperature and velocity measured at and averaged over the photosphere, where the average
includes either the entire northern hemisphere (solid lines), or just the regions extending 45→ from the north pole (dashed lines)
or from the equator (dotted lines).

ertheless, the lateral velocity component of the dynamical
ejecta pushed away by the polar neutrino-driven ejecta
is significantly smaller than the total velocity. We sus-
pect that the (if only very subtle) lateral expansion of
those polar ejecta induced by r-process heating may ex-
plain the early bump. However, tracing back the origin
of the radiation produced at very early times (when emis-
sion is released only from a very small amount of mass)
is not straightforward, especially given the approximate
nature of our kilonova scheme based on a two-moment
local-closure transport method. We postpone a detailed
investigation of this aspect, as well as on other aspects
related to the kilonova signal of these models, to a future
study using more elaborate radiative-transfer methods.

IV. SUMMARY AND CONCLUSIONS

In this paper we presented a novel method of incorpo-
rating r-process heating in multi-dimensional hydrody-
namical simulations, which was developed to avoid the
prohibitively large computational demands required for
evolving the abundances of thousands of nuclei with a
detailed reaction network. The approach of our scheme,
called RHINE, is to advect only a small number of

composition-related quantities in addition to the conven-
tional hydrodynamic variables and to obtain the source
terms needed for their evolution using fits provided by
machine-learning (ML) models. The ML models have
been trained by a large set of full nuclear-network calcu-
lations from representative outflow trajectories and pro-
vide on-the-fly approximations of r-process related rates
of change as functions of the evolved variables.

The defining features of the scheme are that it is 1) con-
sistent with full nuclear networks regarding the released
amount of energy, 2) consistent regarding the timescale of
energy release, in particular avoiding any explicit depen-
dence of the heating rate on the evolution time, 3) self-
su!cient, in the sense that no previous post-processing
steps are necessary, 4) numerically simple, e.g. avoid-
ing non-local operations, implicit time stepping, or online
tracers, and 5) computationally e!cient.

In order to incorporate RHINE into an existing hy-
drodynamics solver, six additional quantities need to be
advected: The mass fractions of neutrons, protons, ω-
particles, and heavy nuclei, Xi, the average mass num-
ber of heavy nuclei, Ah, and the average mass excess per
baryon, m̃. The source terms representing the micro-
physical rates of change of these quantities are, at each
location and time step, inferred from ML models (namely
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FIG. 13. Snapshots showing the distribution of density (left sides) and average mass excess per baryon (right sides) of the
material ejected in the models without r-process heating (left panel) and with r-process heating (right panel) at t = 100 s.
R-process heating smoothens small-scale variations and causes the low-velocity BH-torus ejecta to inflate and attain a more
spherical geometry.

FIG. 14. Homology parameter as function time measuring
the average degree by which fluid elements in the three ejecta
components are frozen out in velocity space. With r-process
heating (magenta lines) the ejecta are less homologous during
the early phase of r-process acceleration but subsequently be-
come homologous faster than ejecta without r-process heating
(black lines).

ing, which allows the ejecta to release a larger fraction of
photons at earlier times when the ejecta are still hotter.
A similar e!ect was also witnessed in Klion et al. [29],
where r-process heating was included parametrically in
simulations of ejecta from BH-torus systems. The sec-
ond reason for the excess is the greater mass of the BH-
torus ejecta in the RHINE model, which not only leads
to a higher nuclear energy-deposition rate but also bet-

ter thermalization e"ciency [e.g. 100], with the result
being an almost twice as powerful net heating rate at
t → 10 d. In contrast to the late-time bump, the reason
for the early luminosity excess at around t ↑ 1 d is less
obvious, particularly because the light curve is produced
almost entirely by very fast (v >

↑ 0.4 c) material at these
times, for which we do not expect a sizable impact of r-
process heating (cp. Fig. 1). We found this early excess
to be connected to our QSE treatment11 in the RHINE
model for temperatures within 5GK < T < 7GK, but
we postpone a detailed investigation of this aspect, as
well as on other aspects related to the kilonova signal
of these models, to a future study using more elaborate
radiative-transfer methods.

IV. SUMMARY AND CONCLUSIONS

In this paper we presented a novel method of incorpo-
rating r-process heating in multi-dimensional hydrody-
namical simulations, which was developed to avoid the
prohibitively large computational demands required for
evolving the abundances of thousands of nuclei with a

11 The QSE treatment leads to a relatively larger fraction of helium,
and correspondingly smaller amount of energy released from re-
combination to heavier nuclei, in the polar, neutrino-driven wind
ejecta launched by the remnant NS before BH-formation. The
layer of low-Ye material piling up in front of the high-Ye neutrino-
driven wind bubble punching through the dynamical ejecta im-
pedes photons di!using out of this region during the kilonova
phase, i.e. it acts as a “lanthanide curtain” [25]. In the model
without RHINE, the additional recombination energy seems to
squeeze this layer together more tightly, creating a slightly more
opaque lanthanide curtain compared to the RHINE model.
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being an almost twice as powerful net heating rate at
t → 10 d. In contrast to the late-time bump, the reason
for the early luminosity excess at around t ↑ 1 d is less
obvious, particularly because the light curve is produced
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↑ 0.4 c) material at these
times, for which we do not expect a sizable impact of r-
process heating (cp. Fig. 1). We found this early excess
to be connected to our QSE treatment11 in the RHINE
model for temperatures within 5GK < T < 7GK, but
we postpone a detailed investigation of this aspect, as
well as on other aspects related to the kilonova signal
of these models, to a future study using more elaborate
radiative-transfer methods.

IV. SUMMARY AND CONCLUSIONS

In this paper we presented a novel method of incorpo-
rating r-process heating in multi-dimensional hydrody-
namical simulations, which was developed to avoid the
prohibitively large computational demands required for
evolving the abundances of thousands of nuclei with a

11 The QSE treatment leads to a relatively larger fraction of helium,
and correspondingly smaller amount of energy released from re-
combination to heavier nuclei, in the polar, neutrino-driven wind
ejecta launched by the remnant NS before BH-formation. The
layer of low-Ye material piling up in front of the high-Ye neutrino-
driven wind bubble punching through the dynamical ejecta im-
pedes photons di!using out of this region during the kilonova
phase, i.e. it acts as a “lanthanide curtain” [25]. In the model
without RHINE, the additional recombination energy seems to
squeeze this layer together more tightly, creating a slightly more
opaque lanthanide curtain compared to the RHINE model.

(OJ, Xiong, Martinez-Pinedo, PRD 2026)
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Figure 5. The calculated W III spectrum at T e = 0 . 26 eV and n e = 3 × 10 5 
cm −3 , with FWHM set to 0.110 c = 486 nm (Gillanders & Smartt 2024 ). 
A blackbody and power-law continuum is employed. This is o v erlaid on 
the JWST spectrum (Le v an et al. 2024 ). The dashed black line shows the 
measured centroid of the line published by Gillanders & Smartt ( 2024 ). 

Figure 6. Contour plots of constant luminosity, at values of L = 5 . 0 × 10 37 
erg s −1 , L = 1 . 0 × 10 38 erg s −1 , and L = 1 . 5 × 10 38 erg s −1 . The parameter 
space of W III mass, electron temperature, and electron density are explored. 
On the top panel, the density is fixed at 3 × 10 5 cm −3 . The dashed lines 
are fixed electron temperatures, namely 500 K (0.04 eV, purple), 3000 K 
(0.26 eV, black), and 10 000 K (0.86 eV, green). On the bottom panel, the 
electron temperature is fixed at 0.26 eV. The black dashed line is a constant 
density of 3 × 10 5 cm −3 . 
At a fixed temperature, the density and mass required to produce 
a fixed luminosity are inversely proportional in the limit of low 
density. This is simply a manifestation of the coronal regime of the 
collisional radiative equations. In contrast, the high density limit 
naturally requires less and less mass of W III to produce the features. 

With increasing temperature at fixed density it is naturally found 
that less mass of W III is required to produce the feature. The green 
dashed line on the top panel of Fig. 6 shows the implications of a 
temperature of 0.86 eV (temperatures this high have been suggested 
by the models of Pognan, Jerkstrand & Grumer 2022 ). In this 

case, a relati vely lo w mass of 5 . 6 × 10 −4 M # of W III is required 
to produce the feature. Ho we ver, at such temperatures significant 
emission should begin to appear in the ∼1 . 0 −1 . 8 µm range from 
W II and W III and at around ∼0 . 5 µm from W I , as shown in 
Fig. 7 . While this in principle could constrain the mass of W I , 
the excess emission expected from W III that is not present in the 
observ ation perhaps pre vents this from being a valid identification. 
In summary, for W III to be responsible for the excess flux at around 
∼4 . 5 µm at the rough density regime of ∼10 5 cm −3 , it is required that 
the electron temperature also remains relatively low at around say 
2500 K. Conversely, at low electron temperatures, say at around the 
∼500 K blackbody temperatures reported by Gillanders & Smartt 
( 2024 ) and Le v an et al. ( 2024 ), the feature requires unreasonably 
high masses of around 2 . 1 × 10 −1 M # of W III . 
4  I MPLICATI ONS  O F  T H E  LIMITS  O N  T H E  
EJ ECTED  MASS  O F  W  
In this section, we compare theoretical merger models based on 
hydrodynamical simulations and nuclear network calculations with 
the estimated masses of W III derived in the previous section, i.e. 
1 . 65 × 10 −4 M # for AT2017gfo and 9 . 4 × 10 −4 M # for AT2023vfi. 
Observational uncertainties of these estimates are discussed in the 
previous section, e.g. assumptions about the temperature and the 
possibility of line blending. The merger models only provide the 
total amount of W without distinguishing different ionization states 
and are themselves connected with uncertainties, some of which are 
briefly addressed below. Despite these uncertainties, this comparison 
reveals a broad consistency between theoretical predictions and 
the observations and highlights the particular usefulness of W 
measurements to constrain the properties of the merger outflow and 
the abundance of other elements. 

In Table 4 , we list the results from a selection of neutron star 
merger models, drawn from Just et al. ( 2023 ) and Sneppen et al. 
( 2024 ), which strive for a complete and consistent description of all 
mass ejection channels. The set consists of four models taken from 
Just et al. ( 2023 ), two for equal-mass binaries (‘sym’) and two with a 
binary mass ratio of q = 0 . 75 (‘asy’). In order to capture the effects 
of turbulent angular momentum transport during the post-merger 
evolution, these models adopt a viscosity model (Shakura & Sunyaev 
1973 ). For each of the aforementioned two cases, we consider one 
model with a fairly strong (‘n1-a6’) and one model with relatively 
weak (‘n10-a3’) viscosity. The models of Just et al. ( 2023 ) only 
involv e relativ ely long-liv ed neutron star remnants that collapse 
∼100 ms after merger or later (cf. τBH in T able 4 ). W e supplement 
these with two models (one equal-mass and one asymmetric) from 
Sneppen et al. ( 2024 ) having short-lived remnants (i.e. collapsing at 
10 ms after merger, labelled ‘short’; see references for details). The 
simulations consider neutron stars with masses comparable to those 
in AT2017gfo. The total amount of ejecta in these simulations is also 
broadly consistent with the estimated total ejecta mass of AT2017gfo, 
namely about 0.03–0.05 M # (e.g. Smartt et al. 2017 ). In addition to 
the initial binary parameters and merger dynamics, nucleosynthesis 
yields are also affected by nuclear physics uncertainties, which are 
particularly significant for heavy, neutron-rich nuclei. To explore this 
sensitivity, we add two further models that adopt the DZ31 nuclear 
mass model (Duflo & Zuker 1995 ) compared to the models in Just 
et al. ( 2023 ) and Sneppen et al. ( 2024 ), which adopted the HFB21 
model (Goriely, Chamel & Pearson 2010 ) as well as the consistently 
derived ( n, γ ) and ( γ , n ) rates in Mendoza-Temis et al. ( 2015 ). 
These two models are chosen to have all other simulation parameters 
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‣ new atomic data for W (tungsten, 
Z=74)	

‣ may explain 4.5 micron bump in 
late spectrum of long-GRB 
kilonova AT2023vfi	

‣ estimated mass of W: 9.4E-4 Msun

(also see Hotokezaka+22, Pognan+25)
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A B S T R A C T 
A large number of R -matrix calculations of electron-impact excitation for heavy elements ( Z > 70) have been performed in 
recent years for applications in fusion and astrophysics research. With the expanding interest in heavy ions due to kilonova (KN) 
events such as AT2017gfo and AT2023vfi, these new data can be utilized for the diagnosis and study of observed KN spectra. In 
this work, recently computed electron-impact excitation ef fecti ve collision strengths are used, for the first three ionization stages 
of tungsten (W, Z = 74), platinum (Pt, Z = 78), and gold (Au, Z = 79), to construct basic collisional radiative models tailored 
for the late stage nebular phases of KN. Line luminosities are calculated at a range of electron temperatures and densities and 
the strengths of these lines for a representative ion mass are compared. For the case of W III , these optically thin intensities are 
additionally used to constrain the mass of this ion in both AT2017gfo and AT2023vfi. Comparing with theoretical predictions 
of nucleosynthesis yields from neutron star merger simulations, broad agreement with the inferred ion masses of W is found. 
Furthermore, we highlight the value of W measurements by showing that the abundance of other groups of elements and outflow 
properties are constrained by exploiting theoretically moti v ated correlations between the abundance of W and that of lanthanides 
or third r -process peak elements. Based on simple estimates, we also show that constraints on the distribution of tungsten in the 
ejecta may be accessible through the line shape, which may also yield information on the neutron star merger remnant evolution. 
Key words: atomic data – nuclear reactions, nucleosynthesis, abundances – plasmas – scattering – techniques: spectroscopic. 

1  I N T RO D U C T I O N  
Since the observation of the neutron star merger AT2017gfo kilonova 
(KN) event in 2017 (Pian et al. 2017 ; Smartt et al. 2017 ), several 
theoretical groups have been engaged in the possible identification 
of spectral features originating from r -process heavy elements. To 
date, there has been confirmation of a P Cygni feature of Sr II at 
approximately 1 µm (Watson et al. 2019 ) and another P Cygni feature 
of Y II at 760 nm (Sneppen & Watson 2023 ). Collisional data using 
the R -matrix method for the corresponding transitions of these two 
features have since been calculated by Mulholland et al. ( 2024a ). In 
addition, a broad emission feature at 2.1 µm has been suggested by 
Hotokezaka et al. ( 2023 ) and Gillanders et al. ( 2024 ), originating 
from a forbidden transition between the fine-structure levels of the 
ground configuration of Te III . This interpretation has been supported 
by non-local thermodynamic equilibrium (NLTE) modelling by 
Hotokezaka et al. ( 2023 ) and more recently by Mulholland et al. 
( 2024b ) using newly computed atomic data. A similar feature in 
! E-mail: michael.mccann@qub.ac.uk 

AT2023vfi has also been investigated by Gillanders & Smartt ( 2024 ), 
Le v an et al. ( 2024 ), and Mulholland et al. ( 2024b ). 

Other potential sources of the KN emission have been investigated 
by Hotokezaka et al. ( 2022 ) when interpreting the observations 
of AT2017gfo by the Spitzer space telescope (Villar et al. 2018 ; 
Kasliwal et al. 2022 ) in the late nebular phase at 43–74 d post- 
merger. Strong emission was observed at 4.5 µm and potential 
sources were listed as either Se III if the first r -process peak elements 
are abundant or W III otherwise. Modelling this 4.5 µm emission line 
was difficult due to the lack of accurate atomic data (i.e. wavelengths, 
Einstein A-coefficients, and collisional electron-impact excitation 
rates) necessary for the NLTE modelling. In the analysis performed 
by Hotokezaka et al. ( 2022 ), calibrated wavelengths were obtained 
from the National Institute of Standards and Technology (NIST) data 
base (Kramida et al. 2024 ) and the Einstein A-coefficients were calcu- 
lated using a formula derived by Pasternack ( 1940 ), Shortley ( 1940 ), 
and Bahcall & Wolf ( 1968 ) for M1 dipole transitions assuming that 
LS coupling is valid. The collisional atomic data were computed 
using the HULLAC code (Bar-Shalom, Klapisch & Oreg 2001 ) for 
transitions among the levels of the ground terms but otherwise a 
value of unity was assumed for the ef fecti ve collision strengths. The 

© 2025 The Author(s). 
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‣ W only produced for neutron-rich conditions 
-> proxy for low-Ye material

Implications from end-to-end models	
(*IF* feature was produced by W)
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The predicted W masses scatter in the different merger models 
between 4 × 10 −5 and 2 × 10 −4 M # and are thus broadly consistent 
with the mass of W III derived through the luminosity of the 
4.5 µm feature in the spectra of AT2017gfo and AT2023vfi, pro- 
viding tentative evidence that the inference presented in Section 3.2 
yields reasonable estimates. The agreement is particularly good for 
AT2017gfo. Although most of the models give W masses that are a 
factor of 2–3 smaller than our estimated 1 . 65 × 10 −4 M # (cf. Sec- 
tion 3.2 ), the full spread within the models encompasses this value. 
Also, several of the simulations yield mass fractions for W, X(W), 
that are close to the estimated fraction of 0.3 per cent (Section 3.2 ). 
The short-lived merger models tend to yield somewhat higher values 
of X(W) in slightly better agreement with the mass fraction estimate 
from Section 3.2 ; ho we ver, the total ejecta masses in these models 
are slightly too small to be compatible with AT2017gfo. Considering 
AT2023vfi, the inferred W III mass of ∼9 . 4 × 10 −4 M # is up to 
one order of magnitude in excess of what the simulations predict, 
which were, ho we ver, originally set up to reproduce AT2017gfo-like 
systems. At this point, we cannot judge whether this discrepancy is 
a deficiency of the approach adopted in this study keeping in mind, 
in particular, as noted in Section 3.2 , that the ion mass inferred from 
observations may be an o v erestimate if line blending is occurring, or 
only an upper limit if the feature is dominated by another process. 
Alternativ ely, this discrepanc y may originate from different physical 
properties of the outflow in AT2023vfi compared to AT2017gfo. 
As discussed below, a higher W mass points to more neutron-rich 
ejecta, which may result from a binary with different masses than 
AT2017gfo. Since the gra vitational-wa ve signal of AT2023vfi was 
not detected, the binary masses in this event are unknown. High 
ejecta masses and very neutron-rich outflows may also result from a 
neutron star–black hole merger (e.g. Kyutoku, Shibata & Taniguchi 
2021 ), which may also be a possible progenitor of AT2023vfi. 
The numbers in Table 4 also show very clearly that the nuclear 
physics input for the network calculation has a significant impact 
on the W production, with DZ31 yielding systematically higher W 
masses (compare columns 2 and 8 or columns 7 and 9, respectively). 
Other aspects such as beta decay and fission rates may also impact 
the final abundance yields. The uncertainties of the nuclear model 
may thus represent another possible contribution explaining the 
difference between the theoretically predicted abundance and the 
W III mass inferred from observations. Obviously, the current set of 
merger simulations is not e xhaustiv e, and other physical ingredients 
(e.g. a different nuclear equation of state in the simulation) may 
yield different W masses. Moreo v er, due to their high level of 
complexity, the hydrodynamical simulations still adopt a number 
of approximations (e.g. in the neutrino transport and treatment of 
small-scale turbulence) and may not be fully resolved numerically. 

In general, the r -process is only sufficiently strong to produce 
significant amounts of W under neutron-rich conditions, i.e. if the 
electron fraction Y e characterizing the neutron-richness of the outflow 
is below 0.2–0.25. This is e x emplified in Fig. 9 , where we bin 
the mass fraction of W as a function of Y e for the outflow tracer 
particles of four different merger models. Below Y e ≈ 0 . 2, the W 
mass fraction is roughly constant in all models. The total W mass 
o v er the total ejected mass with Y e < 0 . 2 is given in Table 4 , having 
similar values of ∼2 . 5 per cent for HFB21 models and ∼6 per cent 
for DZ31 models. The difference can be understood by looking at 
the behaviour of the double neutron separation energy, S 2 n , in the 
region of progenitor nuclei of stable W with A ∼ 186. In the solar 
r -process abundance pattern, W appears in the low-mass number tail 
of the third peak. Its progenitors are located just before the neutron 
shell closure at N = 126. In the DZ31 mass model, for an isotopic 

Figure 9. Histogram of W mass fraction measured at 1 month with respect 
to the electron fraction Y e for models sym-n1-a6 and asy-n1-a6-short with 
HFB21 and DZ31 nuclear mass inputs. This figure adopts the electron fraction 
of the individual tracer particles when they reach a temperature of 5 GK. 
chain the S 2 n values decrease monotonically with respect to the mass 
number while they may become nearly constant or even increase 
in other models such as HFB21. In the latter case, the competition 
between neutron capture and photodissociation reactions produces a 
trough in the abundance pattern in the region where the progenitor 
nuclei of W are located (see e.g. Arcones & Mart ́ınez-Pinedo 2011 ). 

The robust pattern for the ratio of the W mass to the total ejecta 
mass with Y e below 0.2, M( Y e < 0 . 2), suggests the possibility to 
use a measured W mass as a proxy for the amount of neutron- 
rich ejecta, the theoretical prediction of which, ho we ver, is still 
affected by nuclear physics uncertainties. Based on the values from 
Table 4 , neutron-rich material should roughly amount to about 
40 times (14 times) the inferred W mass for HFB21 (DZ31), i.e. to 
6 . 6 × 10 −3 M # (2 . 3 × 10 −3 M #) for AT2017gfo and to 2 . 8 × 10 −2 
M # (9 . 8 × 10 −3 M #) for AT2023vfi. For this neutron-rich material, 
the measured W mass constrains the production of non-thermal 
electrons by beta decay. We find that for times later than a month 
188 W represents the dominating contribution. 

Potentially, a measured W mass fraction may provide a handle 
on the merger remnant lifetime since, within the set of simulations 
in Table 4 , X(W) is systematically reduced for long-lived models, 
for which a neutrino-driven wind increases the contribution of less 
neutron-rich material (e.g. Perego et al. 2014 ; Lippuner et al. 2017 ; 
Fujibayashi et al. 2020 ; Just et al. 2023 ). This idea, ho we ver, requires 
more work to be solidified, as for instance model sym-n1-a6 with a 
low X(W) has a shorter lifetime than sym-n10-a3. 

Given the tight connection between the W mass and the mass of 
ejecta with Y e < 0 . 2, it is instructive to examine specific relationships 
between X(W) and selected classes of species produced by low- 
Y e material. In particular, we address the extent to which X(W) 
can be used as a tracer for the amount of third-peak elements 
or of lanthanides and actinides. Fig. 10 shows the correlation of 
the W mass fraction with the mass fraction of all lanthanides and 
actinides, X La + X Ac , and the mass fraction of all third r-process 
peak elements, X(3rd peak), respectively. Adopting the integrated 
yields of the individual simulations listed in Table 4 , the merger 
models for a given nuclear physics input (mass model) exhibit a very 
tight correlation implying that a measured mass fraction of W directly 
constrains the amount of lanthanides/actinides or of third-peak 
elements (as, for instance, gold and platinum). Employing different 
nuclear physics input apparently yields a roughly constant offset of 
this correlation. The solar abundance pattern leads to a similar, but 
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Figure 10. Correlation plots of W mass fraction with the total mass fraction 
of lanthanides and actinides, X La + X Ac (upper panel), and with the mass 
fraction of third-peak r -process elements, X(3rd peak) (lower panel), for 
all models listed in Table 4 with red symbols for the HFB21 nuclear mass 
models and magenta markers for DZ31-based calculations. Red dashed lines 
display the ratio of mass fractions in solar r -process yields (Goriely 1999 ) 
with the W mass fraction converted to 1 month by including the presence 
of 185 , 188 W that eventually decay into 185 Re and 188 Os (for the variation 
of W mass fractions between 1 month and 1 Gyr, see Table 4 ; we do not 
convert lanthanide and third-peak mass fractions since the time dependence 
of av erages o v er sev eral elements and isotopes should be small). The actinide 
mass fraction is subdominant compared to lanthanides at 1 month. Light 
blue dots show the mass fraction for all individual tracer particles of the 
HFB21-based models. The vertical green band indicates our observational 
estimate of X(W) ≈ 0 . 3 per cent , with an estimated uncertainty of a factor 
of 2 towards both sides. The horizontal green bands co v er the corresponding 
ranges adopting the DZ31 models (for the lower limit) and the solar abundance 
pattern (for the upper limit). 
slightly shifted relation, reflecting the fact that the merger models do 
not exactly reproduce the solar composition (see Just et al. 2023 ). 

A W mass fraction of 0.3 per cent as estimated in Section 3.2 corre- 
sponds to a mass fraction 1 . 8 per cent ! X La + X Ac ! 5 . 5 per cent , 
where lanthanides dominate o v er actinides by far for the time-scales 
considered here. For the conversion, we adopt the relation between 
X(W) and X La + X Ac for the solar abundance to estimate the upper 
limit, and we employ the data points of the DZ31 models to determine 
a linear relation, which provides the lower bound. We assume W III 
to be the dominant ionization state. 

As an estimate of the uncertainties in the analysis and interpreta- 
tion, which are typically a factor of a few (see Section 3.2 ), in Fig. 10 
we show a green band corresponding to a factor of 2 variation in both 
directions and a horizontal green band illustrating the corresponding 
uncertainties in X La + X Ac (using the same conversion as above). 
Despite the remaining uncertainties, our study suggests that a 
significant amount of lanthanides was produced in AT2017gfo and 
AT2023vfi. We note that our estimated range of the lanthanide 
mass fraction (neglecting the small contributions from actinides) 
is in good agreement with the mass fraction of lanthanides that, 
according to the analysis of Ji, Drout & Hansen ( 2019 ), would 
be required by the observations of metal-poor stars for mergers 
to represent the main source of r-process elements. Interestingly, 
the high lanthanide mass fractions that we find exceed most of 
the estimates made based on the light curve of AT2017gfo in the 
literature surv e yed by Ji et al. ( 2019 ). Similarly, our work predicts 
that a sizable amount of third-peak r-process elements of about 
1 . 6 per cent ! X( 3rd peak ) ! 9 . 9 per cent was co-produced (see 
lower panel of Fig. 10 ). 

Although we assume that the integrated yields of the different 
models and the solar composition represent a reasonable range 
for characterizing the integrated outflows of merger events such as 
AT2017gfo, we o v erplot X La + X Ac and X(W) for all tracer particles 
of the six HFB21 models in Fig. 10 (light blue dots) to visualize the 
local variation within the ejecta. The correlation between X La + X Ac 
and X(W) is similar but not strictly linear with a larger spread of 
more than one order of magnitude in the mass fraction. As seen in 
Fig. 9 , the mass fraction of W drops to zero when Y e changes from 
0.18 to 0.25, i.e. in a very narrow range. The dots at low X(W) origi- 
nate from this transition region and do not exactly follow the X(W)–
( X La + X Ac ) correlation fa v ouring the production of lanthanides. 
Visualizing the outcome of all tracers is likely o v erestimating the 
spread in the correlation because individual tracers may experience 
rather extreme conditions, which do not have a significant impact on 
the average behaviour and are thus not representative of any viable 
full merger model. 
5  V E L OCI T Y  DISTRIBUTION  
A further test of consistency between merger models and observa- 
tions is to consider the velocity distribution of the ejected W in 
comparison to constraints on width of the observed spectral feature, 
which can be primarily attributed to Doppler broadening. Fig. 11 
shows the distribution of ejected W mass versus radial velocity 
for four representative models from Table 4 . In all these models, 
the W ejection velocity spans a fairly wide range, peaking around 
∼0 . 2 c. There is a noticeable dif ference, ho we ver, in the amount of 
low-velocity ( <0 . 1 c) W when comparing models with short-lived 
neutron star remnants to those with long-lived remnants (the wind 
from a long-lived remnant leads to inner ejecta that are relatively 
W-poor). 

This difference in velocity distribution has implications for the 
expected profile shape, which, given spectroscopic observations of 
sufficient quality, provides further constraints on the models. To 
illustrate this, we have computed simple optically thin emission line 
profile shapes for the 4432.23 nm W III transition (Fig. 12 ) using 
the framework presented by Jerkstrand ( 2017 ), which is accurate 
to first order in v/c. For these calculations, we do not take into 
consideration any temperature/ionization variations in the ejecta, or 
any departures from spherical symmetry, and thus they should be 
considered only illustrative, pending more detailed modelling. The 
calculations assume that the emission is optically thin and that the 
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ABSTRACT
Numerical simulations suggest that neutron star mergers are expected to eject material with complex, non-spherical density and
composition distributions. Here we use two-dimensional configurations of merger ejecta obtained from long-term hydrodynamic
simulations to quantify the influence of such ejecta structure on the shapes of spectral lines in the optically thin limit. We consider
three example elements of interest for kilonova modelling (selenium, tellurium and tungsten) and illustrate profile shapes for a
sample of models and observer orientations. Many of our calculations yield complex profile shapes, including cases with multiple
peaks and/or extended wings on scales large enough to be relevant to interpreting observations. For selenium and tellurium, our
late-phase profile shapes are most sensitive to the structure of the low-velocity ejecta (⊋ 0.1 𝑀) launched long after the merger
from the relic black-hole torus system, while for heavier elements the contribution from the more rapidly expanding and more
neutron-rich dynamical ejecta launched right after the merger is more significant and leads to broader line shapes. We also find
that the dynamical influence of heating due to the decay of r-process elements can lead to considerably broader peaks than
suggested by models that neglect this e!ect. Although idealised, our calculations demonstrate that line shapes are sensitive to the
ejecta structure and could therefore constrain the polar observation angle or underlying properties of the merger that determine
the spatial distributions of elements in the ejecta components.

Key words: radiative transfer – methods: numerical

1 INTRODUCTION

Multi-dimensional simulations suggest that the ejecta from neutron
star (NS) mergers can have complex geometries in which di!erent
elements can be distributed di!erently (e.g. Wanajo et al. 2014; Just
et al. 2015; Bovard et al. 2017; Radice et al. 2018; Kullmann et al.
2021; Combi & Siegel 2023; Magistrelli et al. 2024). In long-term
evolution models (e.g. Fernández et al. 2015; Just et al. 2023; Fu-
jibayashi et al. 2020; Neuweiler et al. 2023; Sippens Groenewegen
et al. 2025) the interplay of di!erent ejecta components typically
leads, at high velocities 𝑁 ⫅̸ 0.1 𝑀, to equatorial regions relatively rich
in heavy r-process elements (dominated by dynamical ejecta with low
electron fraction,𝑂𝐿) and polar regions with lighter elements (higher
𝑂𝐿, primarily originating in outflows from the NS-torus or black-hole
(BH) torus merger remnant). The low-velocity domain is typically
occupied by ejecta launched from the BH-torus remnant, if formed
(e.g. Fernández & Metzger 2013; Just et al. 2015; Siegel & Metzger
2017). Radiative transfer simulations (e.g. Tanaka & Hotokezaka
2013; Kasen et al. 2015; Wollaeger et al. 2018; Darbha & Kasen

𝐿 E-mail: s.sim@qub.ac.uk

2020; Heinzel et al. 2021; Kawaguchi et al. 2021; Korobkin et al.
2021; Wollaeger et al. 2021; Bulla 2023; Collins et al. 2023; Shingles
et al. 2023; Kawaguchi et al. 2024) demonstrate that departures from
spherical symmetry can a!ect the light curves and spectra of the
kilonova resulting from a NS merger, indicating that ejecta structure
is relevant for interpreting observations and testing models. However,
modelling early-time spectra is complicated since opacities are high
and radiative transfer e!ects can lead to emission that is closer to
symmetric than the underlying ejecta would suggest (Collins et al.
2024). For the only kilonova that has so far been spectroscopically
well-observed at early phases (AT2017gfo, Abbott et al. 2017; Pian
et al. 2017; Smartt et al. 2017), empirical modelling finds that the
early-time spectrum-forming regions of the ejecta appear consistent
with spherical symmetry (Sneppen et al. 2023). However, further
observational data sets will be needed to understand the generality of
this finding, and even for AT2017gfo the strength of this constraint
diminishes with time, as reducing opacity allows us to see deeper
into the ejecta.

In principle, determining the impact of the ejecta structure on
observations becomes simpler at later phases. In particular, if spec-
tral regions become optically thin while homologous expansion is

© 2026 The Authors
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Figure 1. Total mass density (𝐿, left) and elemental mass densities for Se (𝑀 = 34, 2nd column), Te (𝑀 = 52, 3rd column) and W (𝑀 = 74, right column)
for models sym-long, sym-heat-long, asy-long, asy-heat-long, sym-short, sym-heat-short, asy-short and asy-heat-short (ordered from top to bottom row). All
models are shown in the 𝑁 → 𝑂 plane and have rotational symmetry about the 𝑂 (vertical) axis. Composition is taken at 1 month (= 30 days) post merger and, for
convenience, densities are plotted in velocity space (𝑃/𝑄), since the ejecta are in homologous expansion by this time.
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Impact of r-process heating on late-time line shape

without RHINE: with RHINE:
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Figure 5. As Fig. 4 but showing profiles calculated for Te (𝐿 = 52).
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Figure 5. As Fig. 4 but showing profiles calculated for Te (𝐿 = 52).
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‣ RHINE: significant line broadening and extended wings	
‣ long-term modeling + nuclear heating important for 
interpretation of nebular phase

Kilonova line profiles 9

Figure 5. As Fig. 4 but showing profiles calculated for Te (𝐿 = 52).
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Summary

‣ Early dynamical ejecta robust production site of heaviest r-elements	
‣ small dependence of nucleosynthesis + KN spectra on EOS and NS masses	

‣ Long-term modeling crucial for ejecta mass, yields and kilonova signal	
‣ established end-to-end modeling pipeline including merger models with 
approximate treatment of GR and turbulent viscosity	

‣ New potential EOS constraint from helium signature in kilonova spectrum	
‣ suggests upper limit on NS remnant lifetime of  ~20 ms in AT2017gfo	
‣ warrant further exploration of modeling uncertainties 	

‣ Hydro-Implementation of r-process heating using machine learning	
‣ O(10%) effect on ejecta mass, velocities, kilonova luminosity	

‣ Late-time KN emission features may provide mass of r-process elements	
‣ long-term modeling + r-process heating important for predicting line shape


